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Abstract

The Euclid large-scale weak-lensing survey aims to trace the evolution of cosmic structures up to redshift z ∼ 3 and beyond. Its success depends critically on obtaining highly accurate mean redshifts for ensembles of galaxies n(z) in all tomographic bins, essential for deriving robust cosmological constraints. However, photometric redshifts (photo-zs) are affected by systematic biases, arising from various sources of uncertainty and dominated by selection effects of the spectroscopic sample used for calibration. To address these challenges, we utilised self-organising maps (SOMs) with mock samples resembling the Euclid Wide Survey (EWS) from the Flagship2 simulation, to validate Euclid’s uncertainty requirement of |Δ⟨z⟩| = ⟨zest⟩−⟨z⟩≤0.002(1 + z) per tomographic bin, assuming DR3-level data. Consequently, we identify the most effective galaxy selection for our tomographic bins, while systematically examining the implementation of quality control cuts to reduce sources of uncertainty. In particular, we observe that defining the redshift tomography using the mean spectroscopic redshift (spec-z) per SOM cell, results in none of the ten tomographic redshift bins satisfying the requirement. In contrast, the redshift tomography on the photo-zs of the EWS-like sample yields superior results, with eight out of ten bins [0 < z ≤ 2.5] meeting the Euclid requirement. To enhance the realism of our study, we morph our calibration sample to mimic the C3R2 survey in incremental steps. In this context, a maximum of six out of ten bins meet the requirement, strongly advocating the adoption of a redshift tomography defined by the photo-zs of individual galaxies rather than the commonly used mean spec-z of SOM cells. To examine the impact on the expected biases for Ωm, σ8, and Δw0 measured by Euclid, we perform a Fisher forecast for cosmic shear only, based on our redshift uncertainties. Here, we find that even under an evaluation of the uncertainty where the impact of the redshift bias is substantial, most absolute biases remain below 0.1σ in the idealised scenario and below 0.3σ in the more realistic case.
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1. Introduction
Our current understanding of the Universe is primarily guided by the widely accepted Λ cold dark matter (ΛCDM) model, recognised for its accuracy and reliability in replicating observations (Frieman et al. 2008; Thomas et al. 2016; Planck Collaboration I 2020). Despite the success thus far, our knowledge of its implicated components, such as dark energy (DE), remains limited. The primary impact of DE lies in inducing late-time acceleration and influencing the growth rate of cosmic structures. In fact, exploring alternatives to Λ with an equation-of-state (EOS) parameter w(z) =  − 1 of a dynamical DE model evolving as [image: Mathematical equation: $ w(z) = w_{0}+w_{a}\frac{z}{1+z} $], where w0 denotes the EOS at z = 0 and wa describes its evolution with respect to the scale factor a, could show incompatibility, and thus invalidate the ΛCDM model (Caldwell et al. 1998; Euclid Collaboration: Ilbert et al. 2021). Among other approaches, this theory can be probed by weak gravitational lensing (WL) through cosmic shear surveys (e.g. Hildebrandt et al. 2017; Troxel et al. 2018; Mandelbaum 2018; Hikage et al. 2019; Li et al. 2023; Wright et al. 2025a). These measure the coherent distortion of galaxy shapes in images by large-scale structures, allowing us to trace the apparent underlying mass distribution along the line of sight (Kilbinger 2015). Past wide sky precision cosmology surveys, such as the ground-based Canada-France-Hawaii Telescope Lensing Survey (CFHTLenS, Erben et al. 2013), the Kilo-Degree Survey (KiDS, Hildebrandt et al. 2017; Wright et al. 2025a), the Hyper-Suprime Camera Survey (HSC, Aihara et al. 2018; Hikage et al. 2019), or the Dark Energy Survey (DES, Abbott et al. 2018; Troxel et al. 2018) have successfully utilised cosmic shear tomography to reconstruct a three-dimensional layout from two-dimensional observations by dividing the observations into a number of redshift bins, depending on the respective probes (Wong et al. 2026). Following in their footsteps, we hope to gain improved insight with the Nancy Grace Roman Space Telescope (Spergel et al. 2015), the Vera C. Rubin Observatory Legacy Survey of Space and Time (LSST, Ivezić & Kahn 2019), and the recently launched optical to near-infrared European Space Agency (ESA) Euclid satellite (Laureijs et al. 2011; Euclid Collaboration: Mellier et al. 2025). Central to these efforts is the sufficiently accurate measurement of galaxy redshifts, which is critical for tomographic binning and, in turn, for interpreting cosmological observations (Bordoloi et al. 2012; Stölzner et al. 2021). Correspondingly, Euclid will cover over 14 000 deg2 (Euclid Collaboration: Scaramella et al. 2022) during its six-year mission, charting the extragalactic distance-redshift relation for 1.5 billion galaxies out to z ∼ 2, thereby covering the period in which the Universe passed from DM to DE domination (Weinberg et al. 2013).
The rapid expansion of wide-field imaging campaigns has intensified efforts to achieve precise redshift calibration across large datasets. Given the impracticality of obtaining spectroscopic redshifts (spec-z) for the vast numbers of distant and often faint galaxies essential to WL studies, redshift estimates, ideally in the form of full probability distributions p(z), are instead inferred from photometric observations using intermediate- or broad-band filters (Newman et al. 2015). Advantageously, imaging surveys provide more galaxies with redshift estimates per unit of telescope time compared to spectroscopic surveys, resulting in significant growth of such photometric redshift (photo-z) methods over the past two decades (Salvato et al. 2019). Several approaches have been employed to infer, among other things, the galaxy redshift distribution n(z) of photometric samples more efficiently, albeit with significantly reduced precision. These include clustering redshifts, which utilise the spatial distribution of overlapping spectroscopic samples (Newman 2008; McQuinn & White 2013; Morrison et al. 2017; Gatti et al. 2021; d’Assignies et al. 2025), template fitting methods (Benitez 2000; Brammer et al. 2008; Arnouts & Ilbert 2011; Euclid Collaboration: Ilbert et al. 2021), and machine learning algorithms such as fully connected neural networks, decision trees, Gaussian processes, and support vector machines (Kind & Brunner 2013; Sadeh et al. 2016; Euclid Collaboration: Desprez et al. 2020).
Since tomographic cosmic shear studies are primarily sensitive to the average distance of sources, they require accurate knowledge of the n(z) distribution and strongly rely on the ability to bin galaxies by redshift coarsely (Huterer et al. 2006; Newman et al. 2015; Hildebrandt et al. 2021). To ensure this, a robust redshift calibration is necessary. However, correctly fine-tuning photo-z is particularly challenging (Hoyle et al. 2018; Merz et al. 2024), as systematic uncertainties commonly induce undesired bias and scatter. A bias in the estimated n(z), such as introduced by systematically underestimated redshift values, would unequivocally lead to the incorrect model of an overall denser, more highly clustered gravitational landscape than exists in reality (Wright et al. 2020a). Therefore, an accurate determination of the mean redshift per bin is necessary to derive the cross-correlation of the source distortions between tomographic redshift planes, which in turn provide estimates on the distribution of mass along the line of sight. This poses an arduous task, since the photo-z calibration efforts, similar to clustering redshifts, are heavily dependent on the available reference samples of spec-z (Stanford et al. 2021; d’Assignies et al. 2025). Minimising bias and its uncertainty is crucial in order to obtain robust WL constraints in future measurements that, once combined with cosmic microwave background (CMB) measurements from the Planck satellite (Planck Collaboration I 2020), can test discrepancies with other cosmological constraints on the amount and clustering of (predominantly dark) matter across cosmic time (Asghari et al. 2019; Wright et al. 2020b).
In this paper we focus on analysing the current state-of-the-art efforts in redshift calibration to validate whether the residual systematic bias for the Euclid mission can be minimised to satisfy its stringent requirement of Δ⟨z⟩≤0.002(1 + z) per tomographic redshift bin, which is comparable to the precision expected for stage-IV surveys (Bordoloi et al. 2012). Comparable to the approaches taken in Buchs et al. (2019), Zuntz et al. (2021), Myles et al. (2021), or Gatti et al. (2021), for example, the indicated objective is subsequently realised by training an unsupervised, competitive machine learning (ML) algorithm known as a self-organising map (SOM, Kohonen 1982) with a large1 mock catalogue to map the galaxies’ multi-dimensional magnitude-colour space (u − g, g − r, …, J − H) onto a grid of representative cells (Masters et al. 2015). The SOM performs dimensionality reduction in colour space, preserving the topological relationships of the input features. Since galaxy colours correlate strongly, though not uniquely, with redshift, the resulting SOM tends to place galaxies with similar redshifts in nearby cells. However, because the colour–redshift relation is non-linear and can be degenerate in specific regions of colour space, neighbouring cells may not necessarily have small proximities in redshift. The baseline of this method is that a deep spectroscopic calibration sample can be reweighted such that it is representative of a wide photometric validation sample of unknown n(z) (Lima et al. 2008; van den Busch et al. 2022; Campos et al. 2024). Furthermore, SOMs allow for the identification and systematic removal of sources in the validation sample that are missing representation in the calibration sample, which, if included in the distribution, would bias the estimates. Under suitable conditions, SOMs have previously been shown to reach residual biases in mean redshifts of ≈0.01 or better (Hildebrandt et al. 2021; Myles et al. 2021; Giannini et al. 2024). As Euclid datasets will be complemented by ground-based optical data, this paper tests various tomographic redshift calibration approaches and establishes a proof of concept under an idealised framework for Euclid and LSST Year 3 (Y3)-like data, not representative of Euclid DR1 capabilities. By focusing on this controlled set-up, this study serves as an essential test of robustness, demonstrating the viability and effectiveness of our approach, while setting the stage for future applications.
This work is structured as follows. In Sect. 2, we introduce the SOM and the implementation of the calibration methodology. Section 3 gives an overview of Euclid and the complementary mocks. Section 4 investigates the alteration in performance for various bias calibration reduction techniques attributed to different redshift tomographies. Section 5 covers the scientific outlook and the levels of accuracy to expect from Euclid based on our findings. The main results are summarised in Sect. 6.
2. Methodology
Empirical reconstructions of the colour-redshift space can be used in direct calibration, which aims at estimating the unknown redshift distribution n(z) of a photometric galaxy sample. This method involves matching a deep spectroscopic sample S to a photometric sample P, only requiring that S covers, even sparsely, the range of shear observations spanned by P (Wright et al. 2020b). However, in practice S often shows different selection functions compared to P, caused by spectroscopic targeting strategies and success rates (Beck et al. 2017; Gruen & Brimioulle 2017; Hartley et al. 2020). Work by Wright et al. (2020b) has shown that this issue can be addressed by additional cleaning of P, resulting in a so-called gold sample. This is implemented by training a SOM on a set of values consisting of magnitudes and/or colours drawn from S, before parsing P into the same cells. Cells that are not occupied by objects in both samples are rejected, effectively removing critical parts of the colour space that are not adequately represented by S (for more details on recalibration, see Hildebrandt et al. 2021). In principle, additional clustering of cells with similar photometric properties can improve the balance between cell removal due to colour-space exclusion as well as bias introduced by a flawed representation of the gold sample selection (van den Busch et al. 2022).
Once trained, a higher-dimensional feature space of multiple attributes is projected onto the SOM. In other words, a SOM trained on input data attributes a, such as colours, can be painted by an attribute b, such as redshift (Davidzon et al. 2019). This unsupervised technique does not rely on labels, such as redshifts from a spectroscopic sample, during the training process (Kind & Brunner 2013). Since the representation of each data point is fixed by a particular cell after training, redshift can be mapped as a function of colour. However, it should be mentioned that this is not true in the case of colour degeneracy.
The finite binning of the SOM manifold inherently discretises the data space, which can distort the true balance between calibration and validation samples. Since the SOM is not populated evenly, this hurdle can be leveraged to identify and filter out poorly represented photometric data by excluding cells lacking spectroscopic information. Much like for clustering algorithms like k-nearest neighbour (k-NN) or probabilistic principal component analysis (PCA), objects with similar characteristics are grouped together on the SOM. Cells unoccupied by either photometric or spectroscopic sources are removed, as they indicate an imbalance in representation likely caused by selection effects or intrinsically underpopulated regions of colour space. This trade-off involves sacrificing a portion of the photometric sample but aligns with the overarching objective of mitigating redshift bias, as k-NN matching can extend to sources well beyond what one might consider the local region of the n-dimensional manifold (Wright et al. 2020a). Therefore, by painting the canvas of the colour space with the slice of well-represented photometric data, which we refer to as gold sample, one can also recognise regions that are difficult to access by direct spectroscopy and specifically target in spectroscopic surveys to widen the coverage of the colour-space to redshift mapping. The most notable implementation of this type of approach can be found in the Complete Calibration of the Color-Redshift Relation (C3R2) project (Masters et al. 2015, 2017, 2019; Stanford et al. 2021). Here, the C3R2 team endeavours to utilise SOMs to identify unexplored parts of the n-dimensional colour-redshift hyper-volume due to complex selection functions in the ability to measure distinct spectra (Hoyle et al. 2018; Wright et al. 2020a). They subsequently observe the spectra and thus, as the name suggests, extend the calibration of the colour-redshift relation for use in weak lensing surveys (Amendola et al. 2013; Wright et al. 2020a; Myles et al. 2021; Campos et al. 2024; Euclid Collaboration: Mellier et al. 2025).
Unlike other calibration efforts, such as geometry-dependent angular cross-correlation (Moessner & Jain 1998; d’Assignies et al. 2025), the two samples used for calibration and validation need not overlap in the projected sky plane. On the contrary, the spec-z required in the calibration sample can be accumulated from a multitude of surveys observing galaxies unrelated to those used to gather the photometry for both the calibration and validation samples. However, as with any ML algorithm, SOMs lack the ability to reliably extrapolate beyond the feature space covered by the calibration data, for example going to ever fainter magnitudes. As such, the calibration sample must cover the parameter range occupied by the validation sample passed to the SOM. As SOMs focus on the intrinsic properties of galaxies instead of positional parameters used in galaxy clustering, these methods are complementary (Newman 2008).
3. Data
The payload on Euclid feeds two instruments operating in parallel. Firstly, the panoramic very broad-band (r, i, z) visible-light 600 megapixel imager VIS with a single band wavelength range, IE [λ = 5300 − 9000 Å] (Euclid Collaboration: Cropper et al. 2025). Secondly, the Near-Infrared 3-band (YE, JE, and HE) Photometer (NISP-P), with wavelength ranges [λ = 9500 − 12 123 Å], [λ = 11 676 − 15 670 Å], [λ = 15 215 − 20 214 Å] at a pixel size of 0.3 arcseconds, as well as a slitless Spectrograph (NISP-S) comprising two grisms jointly covering λ = 9260 − 18 920 Å (Euclid Collaboration: Jahnke et al. 2025). The Euclid wide survey (EWS), reaching (median) depths of IE = 24.5, represents the core of the dark energy mission from which weak lensing, baryon acoustic oscillation, and redshift space distortion signals will be measured (see Euclid Collaboration: Mellier et al. 2025, for more details).
3.1. Simulated data: Flagship catalogue
In this section, we describe the development of synthetic observations resembling Euclid-like datasets, used here to validate the performance of the SOM redshift calibration. The Euclid Flagship mock galaxy catalogue v.2.1.10 (Flagship2, Euclid Collaboration: Castander et al. 2025) is the largest cosmologically simulated galaxy catalogue to date. Flagship is based on the ∼4 × 1012 dark-matter particle N-body simulation containing 2.6 billion galaxies over 1/8th of the sky while extending up to redshift z ≤ 3 (Potter et al. 2017). It reproduces the temporal evolution of large-scale structures with billions of dark matter halos hosting galaxies and WL observables. From this dark-matter cosmic web simulation (Potter et al. 2017), a synthetic galaxy catalogue, implementing the halo occupation distribution and halo abundance matching technique (Berlind & Weinberg 2002), has been generated (Euclid Collaboration: Castander et al. 2025). Synthetic galaxies in this simulation mimic, with great detail, the complex properties that observed sources display: ranging from their shapes, luminosities (Blanton et al. 2003), spectral energy distributions (SEDs, Ilbert et al. 2006; Polletta et al. 2007), and emission lines in their spectra, to the gravitational lensing distortions that affect the light observed by distant galaxies and noise realisations for observed fluxes. An example of the Flagship2 galaxy colour-colour space is shown in Fig. 1. Each galaxy in the catalogue includes entries for observed spectroscopic redshifts (zobs), photometric redshifts (zp), and true redshifts (zt) down to apparent magnitudes of IE < 25.75 or HE < 24.25. Here, zobs accounts for both cosmic expansion and the peculiar velocities of the galaxies, including those of the halo and the galaxy within the halo. The estimation of zp is achieved using either the Deep Neural Mixture Density Network (Deepz, Eriksen et al. 2020) or the Nearest Neighbours Photometric Redshifts (NNPZ, Tanaka et al. 2018) pipeline. Deepz is trained on 20 000 simulated noisy galaxies without any colour selection limited to iLSST < 23, providing the full p(z) and point estimates, which are defined as the first mode, respectively. Although the property distributions of its simulated training set are considered realistic, it is somewhat optimistic by construction. As a result, the achieved data quality exceeds the expected capabilities of Euclid. Therefore, to avoid artificially improving our results, we utilise NNPZ in its standard configuration (using 30 neighbours) throughout this study. NNPZ is a ML approach that estimates p(z) using a k-nearest-neighbour search in flux or colour–magnitude space (Cunha et al. 2009). For each target galaxy, the method identifies nearby objects from a photometric reference sample that is deeper than the sample under consideration. The p(z) distributions associated with these neighbours, which themselves are obtained from template-fitting photo-z codes applied to the reference sample, are then combined. Each neighbour is assigned a weight based on its distance in colour space, accounting for photometric uncertainties. The final p(z) of the target galaxy is obtained as the weighted redshift histogram of these neighbours. Point estimates are available either as the first mode or the median of the p(z), where the latter was used in this work. However, all analyses in this paper were also performed with Deepz, yielding similar or slightly improved results. The exclusive use of ML photo-z estimators, rather than a combination of ML and template-fitting methods, is primarily a practical consequence of computational constraints. Running template-fitting codes to derive redshifts or subsequent physical properties for many millions of sources is prohibitively time-consuming, as these methods remain computationally expensive. Moreover, in Flagship2 the galaxy colours are generated directly from SED templates, suggesting such algorithms would perform artificially well in the simulation compared to real observations, where the diversity of galaxy SEDs is significantly larger.
	[image: Thumbnail: Fig. 1. Refer to the following caption and surrounding text.]	Fig. 1. Colour-colour diagram of Flagship2 galaxies free of flux errors plotted according to the corresponding true redshift. Blue represents the lower-redshift sources and red the higher-redshift sources [0 ≤ zobs ≤ 3], exemplifying the non-linearity and degeneracies of the colour-redshift relation.



3.2. Sample requirements
We start from a set of two isolated and compatible catalogues selected on fundamentally different specifications. The calibration sample used for training the SOM is designed to mimic non-trivial, real-life spectroscopic observations, including all current magnitude restrictions, realistic number counts, and quality indicators. The validation sample consists of a large enough number of data points or area on the sky to reduce sample noise to a negligible influence. The two distributions are not required to share an overlapping region on the sky but merely need to feature a similar parameter space regarding the variables used to train the SOM. In this manner, both samples (with Ncalib ≪ Nvalid) exhibit comparable galaxy attributes, although they were selected using distinct criteria. Flagship2 does not inherently offer two samples of this nature; hence, they must initially be generated.
3.3. Flagship mocks
The Flagship2 simulation provides flux measurements of the observed photometry including contributions from both the continuum and emission lines, accounting for internal attenuation and Milky Way extinction, provided in cgs units of erg cm−2 s−1 Hz−1. To ensure accurate representation of observational constraints, the photometric noise, driven by systematic effects (aperture size, detector filters, size of the PSF, or natural effects such as wavelength-dependent extinction or atmospheric seeing), has been calibrated to match the expected depths of the EWS in the southern hemisphere provided by the complementary ground-based surveys at the DR3 time frame (Euclid Collaboration: Scaramella et al. 2022; Euclid Collaboration: Mellier et al. 2025). Given the flux descriptions above, the observed flux Fobs for each source can be derived as
[image: Mathematical equation: $$ \begin{aligned} F_{\mathrm{obs} } = F_{\mathrm{intrinsic} } + F_{\mathrm{error} }, \end{aligned} $$](1)
with AB magnitudes
[image: Mathematical equation: $$ \begin{aligned} m_{\rm obs} = -2.5 \, {\log }_{10} (F_{\rm obs}) - 48.6. \end{aligned} $$](2)
The depth limits are defined at a 10σ level for a 2 arcsec diameter aperture for extended sources. Intrinsic (noiseless) and observed (noisy) colour and magnitude distributions for LSST (ugriz), as well as for Euclid (IE, YE, JE, HE) at the depths expected to be reached by the third year, are displayed in Fig. 2, with limiting magnitudes up to 25.7 AB for extended sources. Note that we do not account for flux magnification, as the effect cancels for colours (Euclid Collaboration: Lepori et al. 2022), or the influence of variable survey depth. Due to computational load, we restrict our base sample to a 1/256th slice in the Flagship2 mock, corresponding to roughly 19 million sources from CosmoHub (Carretero et al. 2017; Tallada et al. 2020). After downselecting sources with NNPZzp ≤ 3, we are left with roughly 6 million sources, while being largely unaffected by sample variance. This effect is distinct from shot noise given by the non-homogeneity of galaxies and cosmic variance induced by differing realisations of the observable Universe (Wright et al. 2020b).
	[image: Thumbnail: Fig. 2. Refer to the following caption and surrounding text.]	Fig. 2. Comparison of some exemplary noisy (blue) and noiseless (brown) Flagship2 EWS-like colours (top) and magnitudes (bottom). The bands comprise LSST u, g, r, i, z and EuclidIE, YE, JE, HE at year 3 depth.



In addition, we are particularly interested in how large-scale structures in the field affect the observed n(z) and, in turn, the estimation of SOM redshift bias across tomographic bins. For this reason, the sample is further dissected into a grid of 10 × 10 equi-sized, completely independent line-of-sight sub-field samples (see Fig. 3). This allows us to probe the impact of sample variance in the training samples exclusively. Even though every sub-field sample features different galaxies, the influence of photometric noise is not investigated, as all samples use the same noise level. For each sub-field sample, the same training and calibration pipeline, as outlined in the following sections, is executed independently. Subsequently, we derive the mean bias and its uncertainty per tomographic bin, utilising 100 separately analysed samples.
	[image: Thumbnail: Fig. 3. Refer to the following caption and surrounding text.]	Fig. 3. Flowchart outlining the sequential process of utilising noiseless SOMs to create a set of calibration samples, which are then used to train a secondary set of SOMs using noisy photometric data. Lastly, the trained noisy SOMs are populated by the EWS-like data.



4. Calibration efforts
All SOM analysis in this work relies exclusively on the implementation of the widely used kohonen package (Wehrens & Kruisselbrink 2018), as a branched version2 within the programming framework R. To emulate Euclid observations, the Flagship2 sub-field samples are preprocessed using dynamic flux cuts, retaining only galaxies with signal-to-noise ratios (S/N) of S/N > 5 in IE. This avoids imposing a fixed magnitude limit, such as the EWS threshold as mentioned in Sect. 3, and preserves fainter galaxies present in Flagship2, which is not constrained by this magnitude limit. We end up with a EWS-like catalogue of ∼1.7 million galaxies. Nonetheless, this is a slightly pessimistic approach, as we assume all IE detections to make it into the shear sample, which worsens the calibration. Lastly, all galaxies with negative fluxes after error inclusion in any band are removed from the reduced EWS-like sample.
4.1. SOM architecture
Masters et al. (2015) implement a 75 × 150 SOM of rectangular nature for C3R2, allowing for asymmetrical multi-dimensional parameter space, arguing the manifold gives preferential direction to the principal geometry and therefore improves convergence. In addition to the raw number of cells in each SOM dimension, a different cell shape and surface topology can be chosen. The prior becomes particularly important when dealing with denser areas of the manifold, where it can directly affect the local data distribution. Conversely, SOM topology becomes most important in areas of the manifold which are sparsely populated. Generally, the choice of topology is either flat or toroidal, meaning the edges of the SOM manifold either act as boundaries or reconnect to form a continuous surface (Wright et al. 2020b). Finally, the fidelity of the SOM in terms of its spectroscopic representation is driven by what information is relevant to parse during training. Leveraging the extensive nine-band photometry available with Flagship2, we harness a rich array of colour information encompassing 36 magnitude combinations to focus on the colour-redshift relation. Additionally, we introduce the IE magnitude as an extra parameter axis to enhance stability without introducing excessive redundancy. Nonetheless, there are undoubtedly more modifications that one can make to the SOM which are not considered in this work (Kind & Brunner 2013). In line with Wright et al. (2020b), the SOM shows considerably lower spectroscopic representation when trained solely on magnitudes, as in this scenario the SOM must first learn that the magnitude combinations, such as colours, are indicative features of redshift estimates. Consequently, adding further magnitudes as training parameters has little to no effect. The argumentation of training parameters, however, is to some extent arbitrary, as human reasoning becomes increasingly imperfect for visualisations beyond 3 dimensions.
4.2. Calibration sample creation
Figure 3 provides an overview of the steps involved in the analysis described in this section. Following the approach taken in C3R2 (Masters et al. 2015), we utilise Flagship2 with roughly 150 000 calibration sources per sub-sample to train 100 Masters-like SOMs as characterised by the central column in Table 1. By sampling the SOMs, we create artificial spec-z calibration samples that closely resemble real-life availability, due to their non-trivial selection functions. Since flux errors are correlated, the introduction of noise to the photometry results in multi-directional shifts across the SOM. However, in the idealised Flagship2 mock catalogue, these higher-dimensional flux error cross-correlations do not exist, making it a more optimistic scenario compared to real Euclid observations (see Kang et al., in prep.). To prevent this restructuring of the original feature space from happening, and thus securing a uniformly populated and unbiased (Wright et al. 2020b) multi-dimensional parameter volume, the SOMs are instead trained on colours calculated using not entirely unrealistic noiseless photometry, by considering the greater depth of the Euclid auxiliary fields used for calibration.
Table 1. 
Comparison of the characteristics of the noiseless and noisy SOMs.

Once training commences, the input data is whitened before being presented to the SOM. This involves zero centering, decorrelating, such that the covariance matrix becomes diagonal, and rescaling the data. By standardising the variances in each direction of feature space, whitening typically speeds up convergence and causes models to better capture contributions from low-variance feature directions, as training is not overshadowed by properties which tend to have larger values (Lecun et al. 1998). The training process is stopped after several hundred iterations, as the mean distance to the closest unit dj(t) drops below 0.005, as introduced in Appendix A. Training could, in principle, be extended to a larger number of iterations; however, continuous training can lead to over-fitting, leading to a drop in model performance. After training, the Masters-like SOM (noiseless SOM, hereafter) cells can be painted by the spatial distribution of numerous variables, such as the inhomogeneous occupation count or training sample-specific attributes, such as colours, as shown in Fig. 4. These plots show the noiseless SOM coloured according to its cell properties with red referring to lower values and blue to higher values. Empty cells holding no galaxies, are painted white. To now generate a C3R2-like successful spec-z calibration sample, individual galaxies are randomly drawn from the noiseless SOM. Here we address every cell individually and select ≤3 sources, respectively. These drawn samples have an average size of ∼33 000 sources and will be referred to as calibration samples from here on. By excluding mean magnitude from the selection criteria, we avoid biasing the calibration sample towards brighter sources. Instead, the selection is driven solely by the colour–redshift space of the SOM.
	[image: Thumbnail: Fig. 4. Refer to the following caption and surrounding text.]	Fig. 4. Masters-like SOM coloured according to different properties of the calibration sample. These include the occupation count (left) and the cells’ average u − r colour (right). Furthermore, cells lacking a representation of physical quantities are painted white. The white histograms overlaid within the upper colour bars represent the normalised linear distributions of the respective SOM statistics.



4.3. SOM spec-z based tomography
In contrast to training the noiseless SOM on the photometric EWS-like sample, we train a second SOM on the noisy photometry of the calibration sample drawn from the noiseless SOM (see Table 1). Training a SOM on noiseless data before populating it with noisy data produces misleading results, since this difference in samples introduces covariate shift as introduced in Appendix B, rendering this exercise invalid. In contrast to the Masters’ SOM, this second, noisy SOM, features a symmetrical 101 × 101 grid of toroidal topology, meaning there are no hard boundaries limiting the SOM surface plane (see Table 1). This has the beneficial effect that data parsed to the SOM experiences no prioritised axis. Moreover, the SOM can more effectively encapsulate or wrap around the multi-dimensional data distribution. As shown in Fig. 5, the distribution of spec-z found in the validation sample shown on the right, tightly follows the distribution forged during training shown on the left. In addition, areas of spectroscopic incompleteness (i.e. white cells in the left map), which cannot be used for training and areas of unrepresented colour-colour space following the S/N cut in the validation sample (i.e. white cells in the right plot), become detectable. Once the noisy SOM is trained, we propagate the entire EWS-like sample (∼1.7 million sources), from now on referred to as validation sample, to the noisy SOM, producing like-for-like groupings.
	[image: Thumbnail: Fig. 5. Refer to the following caption and surrounding text.]	Fig. 5. Noisy SOM painted by the mean spec-z for both the calibration sample used in training (left panel) and the validation sample (right panel). A similar underlying pattern is visible. Areas of spectroscopic incompleteness, coloured in white, cannot be used for calibration purposes as per the gold sample selection.



We quantify the spectroscopic representation of photometric sources by way of example for a single independent calibration sub-sample in Table 2. The noisy SOM coverage statistics (Wright et al. 2020b) feature the overall size of the spectroscopic calibration sample (“Sample (full)”; 33 602 galaxies) and the fraction of cells these sources occupy (“fpix”; 96.8%). The latter statistic indicates that ≈3.2% of the noisy SOM are unoccupied by the calibration sample. However, the counts in the validation sample exhibit significant variation across the SOM, rendering this value less indicative of the absolute fraction of unrepresented sources in the wide sample. Therefore, Table 2 presents the fraction of cells fgs, for each of the tomographic bins that contain both calibration and wide sample sources (see Sect. 4.3.2). It should also be mentioned that not all photometric sources hold the same lensing weight in cosmic shear estimates. Given the effective number of weighted photometric sources, merely ≈1.2% of the validation sample sources located in cells unoccupied by the calibration sample, lie in relevant parts of the noisy SOM (Wright et al. 2020b).
Table 2. 
Calibration sample distribution on noisy SOMs.

4.3.1. Bias calculation
The mean spec-z of the calibration sample are compared to the mean spec-z of the validation sample per cell. The measurement within each cell is weighted by the number of galaxies from the validation sample allocated to that specific cell. The mean of these weighted deviations yields the true redshift bias,
[image: Mathematical equation: $$ \begin{aligned} B_{\rm s} = \langle z_{\rm spec,\,cal } - z_{\rm spec,\,val }\rangle . \end{aligned} $$](3)
It is important to clarify that we do not know Bs, but we desire to constrain it since, in reality, we lack information on the spec-z of the EWS-like validation sample. In a similar fashion, the mean spec-z values from the calibration sample are compared to the mean photo-z of the validation sample per cell. The weighted mean of this quantity gives the photo-z bias
[image: Mathematical equation: $$ \begin{aligned} B_{\rm p} = \langle z_{\rm spec,\,cal } - z_{\rm photo,\,val }\rangle . \end{aligned} $$](4)
Detached from the extensively investigated disparity between spectroscopic and photometric redshifts, we utilise Eq. (4) to get a handle on the entwined bias denoted by Eq. (3). This is motivated by the near-linear relationship between the biases, given that photo-z estimates typically provide an approximation to spec-zs with scatter of order σΔz/(1 + z) ∼ 0.01 − 0.03 and outlier fractions of a few percent for wide-field surveys (Coupon et al. 2009; Tanaka et al. 2018; Duncan 2022; Euclid Collaboration: Tucci et al. 2025). For this work, the redshift dimension in the range of 0 ≤ z ≤ 2.5, is sliced into ten equi-sized tomographic redshift bins. The methodology used to allocate galaxies to their respective bins significantly affects the bias estimation. In an initial approach, the redshift tomography is established by assigning each cell to its corresponding redshift bin, based on the cells’ mean spec-z derived from training, zspec,  cal.
Table 3. 
Biases per bin for redshift tomography defined on the mean spec-z of individual SOM cells.

4.3.2. Gold sample
To enhance the statistical robustness of this approach, we employ gold sample selection. This selection is based on the identification cells without counterparts, whether spectroscopic or photometric, after projecting the EWS-like sample into the noisy SOM. Consequently, we exclusively focus on cells providing a guaranteed representation. This criterion effectively identifies and eliminates empty cells, along with the regions of the colour-colour space where the sample distributions significantly diverge (Wright et al. 2020b). Given that Ncalib ≪ Nvalid, cells are more likely to lack calibration rather than validation sample sources, making this selection primarily responsible for removing validation sources from each bin. This may not be confused with the larger number of white, empty cells on the right hand side of Fig. 5. Although the validation sample is larger than the calibration sample, it spans a smaller feature space, following the one-sided S/N cut and use of noisy as opposed to noiseless photometry, as mentioned at the beginning of Sect. 4.
Table 4. 
Biases per bin for redshift tomography defined on the mean photo-z of individual sources.

4.3.3. Quality control
To further reduce Bs, we apply an additional, stricter cell selection which we refer to as quality control (QC). It is applied with the goal to remove SOM cells likely to produce biased redshift estimates. Fainter sources generally have larger photometric uncertainties and noisier colours, which can broaden photo-z PDFs and introduce multimodality in the aggregated SOM-cell p(z). However, since SOM cells are defined primarily in colour space, both bright and faint sources can occupy the same cell. Differences between cells passing and failing QC thus reflect a combination of photometric quality, colour-space structure, intrinsic source properties, and sample composition. QC down-selects cells based on their photo-z bias, such that cells are selected if
[image: Mathematical equation: $$ \begin{aligned} |B_{\rm p}| < 0.5. \end{aligned} $$](5)
As elaborated earlier, we can exploit the correlation of the two biases to further constrain Bs by restricting the parameter space of Bp. On average, QC removes roughly 10% of galaxies from the wide-like sample, with the fraction increasing from ∼5% at low redshift to ∼20% at high redshift. Given the decreasing fraction of gold sample–selected cells for higher-redshift bins, the QC condition could alternatively be defined dynamically as a function of redshift. Therefore, the implemented QC steps serve merely as a demonstration of the refinement possible using SOMs (Wright et al. 2020b). The results of the spec-z biases per bin as defined by the mean spec-z of SOM cells, subsequent to gold sample selection and QC consideration, are depicted in Table 3 and Fig. 6, respectively. We note that, in line with the issues raised in Appendix B, none of the bins in this configuration satisfy the Euclid requirement outlined in Sect. 1. All biases but those in bins 5, 6, 7, and 8 are more than a factor of 10 too large. Furthermore, the biases estimated by this method change sign from positive for the first six bins to negative for the remaining four bins, limiting the impact of the redshift bias on cosmological conclusions somewhat (Wright et al. 2020b). This trend can be explained by the offset in redshift distributions between the two SOM cell samples, causing the reconstructed n(z) of the wide sample to be compressed towards the calibration mean, effectively pulling the distribution tails into the middle, due to the lower number of calibration sources in these bins. Table 3 demonstrates that, except for bins 5 and 6, the implementation of QC reduces the redshift bias in the majority of cases. We note that the above-mentioned results do not account for a division of the northern and southern hemispheres. This should be kept in mind, as each hemisphere observes sources with different instruments and therefore bands that may influence the SOM.
	[image: Thumbnail: Fig. 6. Refer to the following caption and surrounding text.]	Fig. 6. Violin plot of biases per bin using tomography defined by SOM spec-z before (red) and after (blue) applying QC. These distributions also include box-and-whisker plots. Lastly, the dynamic (Δ⟨z⟩) < 0.002(1 + z) Euclid requirement are given by the grey shaded area.



4.4. Photo-z based tomography
An alternative approach to defining redshift tomography is based on the bin assignment from individual NNPZ PDF medians as photo-z point estimates of the calibration sample, as briefly discussed in Appendix B. SOM cells can contain heterogeneous galaxy populations, which may lead to non-Gaussian or even bimodal p(z) within a cell, since in such cases the mean of the SOM-cell p(z) is not necessarily representative of the dominant population. If, instead, redshift binning is performed using per-galaxy photo-z estimates, then a multimodal SOM cell can naturally be sub-sampled as most individual photo-z PDFs are unimodal, making their medians effectively equivalent to their modes. This is particularly relevant for cells, where the calibration and wide-like redshift distributions differ significantly. While bimodality in individual photo-z PDFs does occur, we find it to be considerably less common than multimodality in the cell-aggregated SOM p(z); therefore, this issue is substantially reduced when using photo-z point estimates.
In line with the pipeline used for tomography defined on the mean spec-z of the SOM, gold sampling and QC cuts are also applied to the photo-z based tomography. As in Fig. 6, the biases estimated with this tomography (see Fig. 7) change sign. In this case, bin 1 as well as bins 2, 5, 7, 8 and 10 have a mean negative sign, whereas the remaining bins have a mean positive sign. However, in contrast to Fig. 6, there is no degrading bias trend. Figure 7 and Table 4 demonstrate that defining the redshift tomography on photo-z rather than on the mean spec-z of every SOM cell (see Table 3), provides much improved bias results for noisy photometry. In fact, considering QC, all but two bin means lie within the Euclid requirement for Δ⟨z⟩. This enables the use of nearly the entire spectroscopic sample for calibration, as its selection is no longer tied to the mean spec-z of SOM cells (see Fig. D.1). To evaluate the effectiveness of galaxy selection strategies in the SOM, we illustrated the two approaches in Fig. C.1. Galaxies selected via photo-z binning in the horizontal band exhibit significantly more compact and localised contours, well aligned with the selected redshift slice. In contrast, the SOM cell-based selection leads to a broader distribution that extends well beyond the target bin, as reflected in the larger extent of its contours. This highlights that photo-z binning within the SOM offers greater fidelity in isolating galaxies truly belonging to the desired tomographic redshift range.
	[image: Thumbnail: Fig. 7. Refer to the following caption and surrounding text.]	Fig. 7. Same as Fig. 6, but using tomography defined by the photo-z of individual galaxies.



5. Cosmological parameter biases
Given the bias uncertainties expected for redshift measurements performed by Euclid, one can propagate those into biases of cosmological parameters. The obtained level of accuracy to quantify this task is provided via the margin of uncertainty regarding the cosmological parameters of interest. Consequently, said uncertainties are calculated based on the results obtained in Sect. 4.4 and Appendix C.
To estimate the effect on cosmological parameter inference, we sample the shifts of the mean redshift measurements from their covariance matrix. Next, we follow the prescription denoted in Reischke (2024) and convert those samples into shifts n(m)(zn) in the functional space of the n(z). Here the redshift support was already discretised, i.e. Δnm(zn) is the shift (uncertainty) of the m-th tomographic bin, evaluated at the n-th redshift. These shifts can be rearranged into a single vector Δnα and we use Greek indices to denote indices running over the n(z) shifts. By estimating the response of the lensing angular power spectrum, Cℓ, to changes in the n(z) via functional derivatives (Reischke 2024), one can propagate these uncertainties into the shifts of cosmological parameters, Δθi, to be
[image: Mathematical equation: $$ \begin{aligned} \Delta \theta ^{i} = -(\mathbf F )^{i}_{\;k}\mathcal{F} ^{k}_{\;\beta }\Delta n^\beta . \end{aligned} $$](6)
Here we assume the sum convention, so that repeated indices appearing both as vector and dual vector index are summed over. Latin indices are used as labels for cosmological parameters, while [image: Mathematical equation: $ \mathcal{F}^{k}_{\;\beta} $] is the mixed pseudo-Fisher matrix
[image: Mathematical equation: $$ \begin{aligned} \mathcal{F} ^{k}_{\;\beta } - \mathrm{E} \left[\frac{\partial \ln L}{\partial \theta _k}\frac{\delta \ln L}{\delta n^\beta }\mathcal{D} \chi _\beta \right]. \end{aligned} $$](7)
The functional derivative is indicated with δ with 𝒟χα as integration measure that arises from the discretisation (we refer to Reischke 2024, for more details). Note that the index β is not summed over in the above equation, as it appears as a dual vector index twice. F is the Fisher matrix of the cosmological parameters. Lastly, L is the likelihood, which we assume to be Gaussian for the forecasting done here, by this assumption, all cosmological information is contained in the angular power spectrum, Cℓ, where ℓ is the multipole. Given a set of tomographic bins, we collect all spectra in a matrix Cℓ, where the Fisher matrix in this case is given by (Tegmark et al. 1997)
[image: Mathematical equation: $$ \begin{aligned} F^{i}_{\; k} = f_{\rm sky}\sum _{\ell = \ell _{\rm min}}^{\ell _{\rm max}} \frac{2\ell + 1}{2}\mathrm{tr}\left[\mathbf{C }^{-1}_\ell \partial ^{i} \mathbf{C }_\ell \mathbf{C }^{-1}_\ell \partial _k\mathbf{C }_\ell \right], \end{aligned} $$](8)
with the sky fraction, fsky. Deviating from the tomographic bin definition used for calibration purposes in this work, we instead follow the boundaries of the 10 equi-populated bins defined in Euclid Collaboration: Blanchard et al. (2020). The final cosmic shear only forecast biases are reported as
[image: Mathematical equation: $$ \begin{aligned} b^i = \frac{\Delta \theta ^i}{[(\boldsymbol{F}^{-1})_{ii}]^{1/2}}, \end{aligned} $$](9)
in units of the marginalised standard deviation of a forecasted Euclid setting (labelled as optimistic in Euclid Collaboration: Blanchard et al. 2020). In particular, we focus on the matter density, Ωm, the power spectrum amplitude σ8, and two equations of state parameters w0 and wa. The following scenarios are assumed: the calibration settings which achieve the lowest biases (best), see Sect. 4.4 and those which achieve the most realistic biases (real), see Appendix C.3.
Table 5 shows mean relative biases across realisations, expressed in units of the statistical uncertainties. Since our forecast is optimistic by design, we expect the real-data scenario to be more favourable due to conservative assumptions in our modelling. In fact, we find that the lower idealised bias outperforms the realistic biases for all cases and each parameter. Furthermore, QC does not necessarily reduce the biases for the cosmological parameters. The lowest bias is induced on σ8 which is to be expected, as completely coherent shifts (required for an overall amplitude change leading to a significant σ8 bias) during sampling from the n(z) are very unlikely. While both w0 and wa are affected by uncertainties in the n(z), we find that w0, the present-day value of the DE EOS, is more susceptible to systematic biases caused by redshift errors than wa, which characterises its evolution with redshift. The biases are displayed in Fig. 8 and appear generally asymmetric with a long tail to larger biases, in excess of 1σ. The vertical lines indicate the expected bias, showing again that w0 is most affected, while all biases are smaller than 1σ on average. In general, one should keep in mind that the uncertainties are derived from an optimistic setting without the inclusion of any additional systematic effects. Hence a fair assessment of the performance of the redshift calibration is to treat it as idealised, since a more realistic analysis would produce weaker constraints on cosmological parameters, decreasing the significance of their biases due to the shifts in the n(z).
	[image: Thumbnail: Fig. 8. Refer to the following caption and surrounding text.]	Fig. 8. Forecasted absolute biases in units of standard deviations for cosmological parameters. Each panel shows a different cosmological parameter; the different line styles and colours correspond to the different cases presented in Sect. 4.4 and Appendix C. The vertical lines indicate the expected bias corresponding to each case. The kernel density estimate was taken from 106 realisations of the n(z).



Table 5. 
Biases on cosmological parameters due to redshift uncertainties.

6. Discussion and outlook
In this paper, we validated various approaches regarding the calibration of photometric redshift distributions for Euclid. The obtained results are indicative as to whether the current aims and goals concerning the implementation of Stage IV precision cosmology are achievable assuming DR3-level data or require updated methodologies.
Similar to previous work performed for KiDS, such as by Wright et al. (2020b, 2025b), this work focused on implementing a SOM to reduce n(z) biases within 10 tomographic bins [0 < z ≤ 2.5] to satisfy the Euclid precision requirement. In extension of this, two types of fundamental tomography layouts were considered, with additional steps undertaken to increase the level of realism. With mocks from the Flagship2 catalogue, we trained a SOM on a calibration sample subject to a non-trivial selection function, before populating it with a large EWS-like photometric sample (see Sect. 4.2). The obtained biases were investigated under the implementation of gold–sample selection and QC control cuts. In the set-up, where the redshift tomography was defined on the mean spec-z per SOM cell, we find that, considering QC, none of the ten biases lie within the Euclid requirement (see Sect. 4.3). In contrast, where the redshift tomography was defined on photo-z, we find that eight out of ten biases satisfy the Euclid requirement (see Sect. 4.4). This strongly implies that redshift tomography should generally be defined using photo-zs of individual galaxies, rather than the mean spec-z of SOM cells. The level of realism of the calibration sample used in this approach was subsequently increased by adjusting it to mimic the C3R2 survey sample. For this, three different set-ups were implemented, for which we demonstrate the neccessity of spectra in typically under-sampled colour-colour space and the performance increase achievable with photo-z tomography. As a result, in Appendix C.3, six out of ten bins satisfy the Euclid requirement. In addition, ideas and suggestions to further raise the level of realism were discussed.
Lastly, we utilised a cosmic shear only Fisher forecast to estimate the biases induced into the measurement of cosmological parameters considering the different calibration approaches. By sampling from the covariance of shifts in the mean of the photo-z distribution, we deduced parameter bias distributions for Ωm, σ8, w0, and wa. We showed, that while the relative bias of w0 displays an increased mean due to the long tail of its distribution, all other biases are observed to be lower than 0.1σ in the idealised case and 0.3σ for increased realism (see Sect. 5). Generally, biases in the photo-z distribution lead to larger biases in parameters controlling the temporal evolution of the background cosmology and perturbations.
Despite these promising results, it should be in the interest of the precision cosmology community to assemble an extensive spec-z calibration sample. Significant challenges related to survey limitations persist, and preparing such a sample appears crucial to pave the way for successful redshift calibration. As our analysis was conducted under idealised conditions, it serves primarily as a proof of concept to guide the optimal definition of redshift tomography. While we strongly recommend the adoption of our findings, they will need to be adapted and re-evaluated in the context of the data available at the time of the first cosmological analysis with Euclid DR3.
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1 Compared to the sample size used in previous photometric WL studies, such as KiDS.


2 https://github.com/AngusWright/kohonen.git




Appendix A:  Self-organising maps
The self-organising map can be used as a highly effective tool for calibrating redshift distributions. Its mechanism, initially proposed by Lima et al. (2008), is based on the assumption that galaxy samples with similar colour-space distributions resemble alike underlying redshift distributions. In this section, we introduce the working principle of the SOM.
A SOM consists of a fixed number of cells arranged on a grid of arbitrary, but commonly two, dimensions. At initialisation, the nodes, neurons, or cells of the (2D) map, which typically are arranged as a grid of hexagonal units, are appointed a (random) weight vector w of the same dimension as an input training vector x (Johnston et al. 2021). In the case of a galaxy survey for example, x could comprise five measurements of ugriz photometry (Geach 2011). This vector denotes the relative position of each node in the multi-dimensional parameter space occupied by the data. Training commences by presenting the map with a set of data points which the cells compete for. Distance metrics determine the winner neuron for any given training object (Masters et al. 2015). The distance metric dj(t) of the cell weight vector w to an input vector x, often referred to as Euclidean distance (Geach 2011), is defined as
[image: Mathematical equation: $$ \begin{aligned} d_{j}(t) \sqrt{\sum _{k = 1}^{n} \left[x_{k}(t) - w_{j,k}(t)\right]^{2}} \end{aligned} $$](A.1)
at a given time step t, with j referring to the neuron in question, k being the data attribute, and n the total number of attributes for any input vector x ∈ ℝn. The neuron whose vector best resembles any given data point is henceforth referred to as best matching unit (BMU). A visual display in form of a sketch is given by Fig. A.1.
	[image: Thumbnail: Fig. A.1. Refer to the following caption and surrounding text.]	Fig. A.1. Architecture of a 5×5 neuron SOM with a Kohonen layer, depicted here as ‘Feature Map’. The input vector x is mapped onto the neurons, represented by their weight vectors wi. The best matching unit (here w7) and the surrounding weights are adjusted according to the current learning rate and neighbourhood function. The neurons in this example are coloured based on the magnitude of the adjustment in the current training step, where white are high magnitudes of adjustment and black are low magnitudes. Adapted from van den Busch (2021).



Because this metric treats all input dimensions equally, features with inherently larger uncertainties end up disproportionately influencing the results. To address this, the algorithm reduces the high-dimensional input space, regardless of its original dimensionality, into a single scalar value. This dimensionality reduction ensures that relative distances between neurons meaningfully reflect the structure of the data, enabling an effective 2D mapping of the populated SOM (Johnston et al. 2021). Even so, the fundamental property which distinctly separates SOMs from other unsupervised learning techniques, is the fact that at each iteration, the weights of the BMU are adjusted, along with smaller updates applied to the neighboring neurons’ weights (Kind & Brunner 2013; Davidzon et al. 2019). By reweighing the importance of every neuron per data point, neurons of better representation receive greater updates than negligible neurons. This evaluation of the relative influence between neurons is expressed via the topological neighbourhood function
[image: Mathematical equation: $$ \begin{aligned} T_{a,B(x)}(e) = {\exp } \ \left(-\frac{S^{2}_{a,B(x)}}{2\sigma (t)^{2}}\right) \end{aligned} $$](A.2)
which, depending on the epoch e, can be encoded as a normalised Gaussian kernel centred on the BMU (Masters et al. 2015; Campos et al. 2024). The parameter S denotes the lateral distance between cell a and the winning neuron B(x),
[image: Mathematical equation: $$ \begin{aligned} S_{a,B(x)} = |w_{a} - w_{B(x)}|. \end{aligned} $$](A.3)
The width of the Gaussian neighbourhood σ(t) is fixed to
[image: Mathematical equation: $$ \begin{aligned} \sigma (t) = \sigma _{\mathrm{init} }\left(\frac{1}{\sigma _{\mathrm{init} }}\right)^{\frac{t}{N}}, \end{aligned} $$](A.4)
where N refers to the number of training iterations. Initially, σinit is chosen large enough to cover most of the map. The width itself shrinks during training so that by the end of this process, only the BMU and directly adjacent cells are (significantly) affected by new data (Masters et al. 2015). After identifying the BMU per iteration, the weight vector is updated by equations
[image: Mathematical equation: $$ \begin{aligned} \Delta w_{a} (t) = \eta (e) \, T_{a,B(x)}(e) \, \left[x (t)-w_{a}(t)\right] \end{aligned} $$](A.5)
and
[image: Mathematical equation: $$ \begin{aligned} w_{a} (t+1) = w_{a} (t) + \Delta w_{a}(t), \end{aligned} $$](A.6)
with a resembling a neuron, η the monotonically time decreasing learning rate, and B(x) the winning neuron. As such, the SOM becomes progressively less responsive to new training data per iteration. The topological neighbourhood T is then a normalised measure for every neurons weight adaptation. This becomes clearer if one assumes two neurons, a and b, to both be the winner neuron. In this case, the lateral distance is S = 0 and therefore T(e) = 1. After training, the map can be used to categorise previously unseen data, by appointing the closest weight vector to a given data point, based on the learned representation (Davidzon et al. 2019).

Appendix B:  Covariate shift
One of the most frequent sources of error encountered in statistical analysis with ML is caused by covariate shift (Luo et al. 2022). This shift refers to the difference in feature space between the calibration and validation samples. In redshift calibration, this difference arises from the fact that the methods with which the samples are selected are fundamentally different (Beck et al. 2017). It is important to note that the definition of the redshift tomography and subsequent selection of the samples introduce additional bias. Using Flagship2 mock data (see Sect. 3.1), the upper panel in Fig. B.1 features the true n(z) of a wide-like validation sample represented by the orange histogram. In contrast, the grey histogram depicts the n(z) of a spectroscopic calibration sample, taking into account a non-trivial selection function, specifically cuts made in colour-colour space. The purple and green histograms in the upper panel respectively portray the n(z) of galaxies of a random cell that belong to the validation sample and to the calibration sample, respectively. Clearly, the green distribution in Fig. B.1 is inadequate for calibrating the purple distribution attributed to the selected cell. This highlights the need for caution when considering the mean spec-zs of SOM cells as metric to assign galaxies to their respective tomographic redshift bins, given that redshift bias is driven by the discrepancy between the green and purple histograms. However, if an identical photo-z binning (here 0.5 ≤ zp ≤ 0.7) is applied to both samples, as done for the brown and red distributions in the lower panel of Fig. B.1, only representative sources in redshift are used for calibration purposes. In doing so, the discrepancy in distributions is drastically reduced. Applying a one-sided (spectroscopic-only) cut would change the feature space of the training sample (Autenrieth et al. 2021). Because the spectroscopic n(z) aligns with the colour-based structure of the SOM grid, cells with low mean photo-zs may inadvertently be used to calibrate high-redshift galaxies if photo-z binning is not enforced. Instead, when both cell distributions are divided into photo-z bins first, every cell can, in principle, be used for calibration.
	[image: Thumbnail: Fig. B.1. Refer to the following caption and surrounding text.]	Fig. B.1. Top: Mean spec-z distributions for the validation and calibration sample subject to a non-trivial selection function. The respective distributions are also depicted for a single SOM cell chosen at random. Bottom: Display of the distributions found for the same randomly selected cell after applying photo-z binning.




Appendix C:  Improved realism
While the majority of bins listed in Table 4 meet the requirement set by Euclid, their biases are somewhat optimistic. The calibration sample used to train the SOM undergoes a less complex selection compared to the selection boundaries faced by real observations, as addressed by Masters et al. (2015, 2017, 2019). This pertains to the calibration sample generation process, where sources are selected from a SOM trained on noiseless and therefore unrealistic photometry, resulting in a more uniform distribution in colour-colour space. Consequently, the current calibration sample used for training includes distribution counts for certain areas in the colour-colour space with limited or no reliably observed sources. Hence, it would be imprudent to assume that Euclid will achieve the same level of accuracy as indicated by these predictions. It is therefore important to enhance the realism of the calibration data to a point where the predictions made within this work become reliably applicable to Euclid. Given that C3R2 (Masters et al. 2017) currently stands as the most extensive spectroscopic sample used for calibration efforts, we test our pipeline on various varied calibration samples by changing the sampling process itself in order to compare subsequent distributions to those found with C3R2. To achieve this, we utilise SOM statistics extracted from Masters et al. (2019), including cell ID, median spec-z, associated colours and the count of reliable spectra where the quality flag (Q) is set to Q = 4 in each cell. It is worth noting that this initial approach is somewhat conservative, as it does not yet incorporate spectra from other surveys beyond C3R2, which could contribute to the calibration, nor does it include less reliable spectra currently classified as Q = 3. By leveraging the available information, we can simulate a set of more realistic spectroscopic calibration samples. In the pursuit of robust calibration, we propose four distinct approaches, based in part on the distributions found in C3R2, to alternate samples for calibration purposes.
	[image: Thumbnail: Fig. C.1. Refer to the following caption and surrounding text.]	Fig. C.1. Distribution of photo-z over spec-z, where the full sample is shown in grey, and the shaded areas represent the fourth tomographic bin listed in Table 2 for photometric and spectroscopic redshift (orange and purple bands, respectively). Overlaid are 1, 2, and 3σ completeness contours for the two selection strategies: photo-z binning within the SOM (orange) and mean spec-z binning per SOM cell (purple).



C.1. Pathological spec-z calibration sample & mean spec-z SOM cell tomography
The first among these samples is what we colloquially refer to as the pathological calibration sample. This sample intentionally comprises catastrophic instances that deviate markedly from the characteristics observed in both the established Masters SOM calibration sample and our prior calibration sample (see Sect. 4.3). Notably, it introduces challenges by incorporating a substantial redshift desert where no data points exist. By examining the calibration performance on this extreme sample, we aim to assess the SOMs robustness and its ability to handle unconventional data distributions. The redshift distributions are depicted in Fig. C.2. This new calibration sample is then used to train a noisy SOM with bias calculations based on tomography defined on the mean spec-z of SOM cells as introduced in Sect. 4.3. As with Fig. 6, we observe that none of the bins satisfy the Euclid requirement (see Fig. C.3 and Table C.1). Notably, we observe larger mean biases accompanied by even larger standard deviations with distributions at times characterised by extreme outliers.
C.2. Masters-like photo-z calibration sample & mean spec-z SOM cell tomography
Compared to Appendix C.1, we adjust the n(z) of our calibration sample to mimic the mean photo-z distribution of the Masters calibration sample. This requires binning the redshift range [0.07 ≤ zobs ≤ 1.41] spanned by the sample into 245 equidistant slices, referred to as redshift blocks. This ensures that each block contains ≥ 1 cell, aiming for the highest level of fidelity. Reshaping the calibration sample n(z) by updating the way in which we sample the trained noiseless SOM, involves examining the ratio of sources found for each redshift block,
[image: Mathematical equation: $$ \begin{aligned} f_{\rm rb} = \frac{\mathrm{Number\,of\,galaxies\,noiseless\,SOM}}{\mathrm{Number\,of\,galaxies\,Masters\,SOM}}, \end{aligned} $$](C.1)
for both, the Masters and noiseless SOM. Based on frb, we proceed to resample the noiseless SOM per redshift block. In the cases where frb < 1, up to four adjacent blocks are included, increasing the number of spectra considered for sampling, provided their combined respective fraction is frb ≥ 1. Finally, any duplicates are removed from the modified distribution of the calibration sample. The new training sample (see Fig. C.2) is used to train a noisy SOM with bias calculation based on tomography following Sect. 4.3. The bias results are shown in Fig. C.4 and Table C.2. We drastically reduce the biases per tomographic redshift bin compared to Appendix C.1, showcasing the importance of both a representative training sample in ML applications and spectroscopic coverage in the commonly less accessible colour-colour space.
	[image: Thumbnail: Fig. C.2. Refer to the following caption and surrounding text.]	Fig. C.2. Display of the n(z) distributions of the calibration sample introduced in Sect. 4.3 (red), the Masters SOM cell mean specz-z (brown) as well as Appendix C.2 (blue) and Appendix C.3 (purple) calibration samples.



C.3. Masters-like photo-z calibration sample & photo-z tomography
The calibration sample remains the same as defined in Appendix C.2. However, in this instance, the calibration sample (consistent with that of Appendix C.2) is used to train a noisy SOM with bias calculation determined by tomography defined on photo-z rather than mean spec-z of SOM cells, as elucidated in Sect. 4.4. The obtained biases are presented in Fig. C.5 and Table C.3. Considering QC, we achieve sufficient biases in six bins, with results comparable to those obtained in Table 4. Contrary to before, however, we observe smaller fluctuations, potentially due to the calibration sample distribution. We attribute the notable increase in performance compared to Appendix C.2 to the implementation of photo-z tomography, which in all scenarios presented delivers much reduced biases compared to the tomography most commonly defined on the SOM cell mean spec-z.
C.4. Colour-colour sampling & photo-z tomography
While redshift biases achieved in Appendix C.3 outperform respective biases found in Appendix C.1 and Appendix C.2, the selection and approach of simulating a “very realistic” spec-z calibration sample is based exclusively on the Masters SOM statistics. Since SOM cells can provide the mean or median of the underlying data distributions they represent, deviations and rounding are introduced, which prevent the new calibration sample from being a perfect representation of the Masters SOM distribution. In other words, the available Masters data provides feature-averaged statistics only. An improved method would therefore require the entire calibration sample catalogue, containing all galaxy attributes, used to train the Masters SOM in order to use multi-dimensional colour-colour space information. However, this poses a challenging task, as it entails aligning two multi-dimensional colour-colour spaces between SOMs and subsequently translating the colour-redshift relation.
C.5. Future optimisation
A strategy to mitigate data loss due to QC involves the clustering of cells. This method avoids the exclusion of EWS-like data located in cells with no spectroscopic calibration data available, by merging them with cells carrying contributions from both samples in nearby colour-colour space (van den Busch et al. 2022). As demonstrated in the Appendix of Wright et al. (2020b), biases per bin can be computed as a function of clusters (Nclust), selecting Nclust to maximise data completeness while minimising the bias. One promising approach involves reconstructing the true n(z) distribution for each SOM cell. This two-step process involves initially distributing sources based on the maps topology, followed by refining each cell by uncovering the true n(z) of its sources. Lastly, it seems that the relationship between biases may contain additional information that could be valuable in constraining and mitigating spectroscopic bias. Finally, it may be useful to examine redshifted SEDs of individual low-Q galaxies, as they impose an extra selection on the true n(z). Removing or correcting them via SED-based training selection could potentially improve bias estimates.
Table C.1. 
Biases in the mean redshift estimation per bin according to Appendix C.1.

Table C.2. 
Biases in the mean redshift estimation per bin according to Appendix C.2.

Table C.3. 
Biases in the mean redshift estimation per bin according to Appendix C.3.

	[image: Thumbnail: Fig. C.3. Refer to the following caption and surrounding text.]	Fig. C.3. Violin plot of biases per bin according to Appendix C.1.



	[image: Thumbnail: Fig. C.4. Refer to the following caption and surrounding text.]	Fig. C.4. Violin plot of biases per bin according to Appendix C.2.



	[image: Thumbnail: Fig. C.5. Refer to the following caption and surrounding text.]	Fig. C.5. Violin plot of biases per bin according to Appendix C.3. Top: Includes the entire distributions. Bottom: y-axis limited version, effectively removing 2% of extreme outliers from the sample to uncover the mean biases with respect to the requirement.




Appendix D:  Calibration coverage per tomography
Depending on the chosen tomography, the fractional use of the spectroscopic sample for calibration varies significantly. As displayed in Fig. D.1, photo-z based tomography consistently displays fractional coverage above ∼98% per bin, as its selection is no longer linked to the mean spec-z of SOM cells. This cannot be said for SOM-based tomography, where underrepresented bins at low and high redshift face up to ∼25% loss of calibration galaxies.
	[image: Thumbnail: Fig. D.1. Refer to the following caption and surrounding text.]	Fig. D.1. Visualisation of the effective fraction of calibration data considered after applying QC and gold sample selection for the tomography defined on the mean spec-z of SOM cells (purple) and photo-z (orange).
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In the text
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	[image: Thumbnail: Fig. 8. Refer to the following caption and surrounding text.]	Fig. 8. Forecasted absolute biases in units of standard deviations for cosmological parameters. Each panel shows a different cosmological parameter; the different line styles and colours correspond to the different cases presented in Sect. 4.4 and Appendix C. The vertical lines indicate the expected bias corresponding to each case. The kernel density estimate was taken from 106 realisations of the n(z).
In the text



	[image: Thumbnail: Fig. A.1. Refer to the following caption and surrounding text.]	Fig. A.1. Architecture of a 5×5 neuron SOM with a Kohonen layer, depicted here as ‘Feature Map’. The input vector x is mapped onto the neurons, represented by their weight vectors wi. The best matching unit (here w7) and the surrounding weights are adjusted according to the current learning rate and neighbourhood function. The neurons in this example are coloured based on the magnitude of the adjustment in the current training step, where white are high magnitudes of adjustment and black are low magnitudes. Adapted from van den Busch (2021).
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	[image: Thumbnail: Fig. B.1. Refer to the following caption and surrounding text.]	Fig. B.1. Top: Mean spec-z distributions for the validation and calibration sample subject to a non-trivial selection function. The respective distributions are also depicted for a single SOM cell chosen at random. Bottom: Display of the distributions found for the same randomly selected cell after applying photo-z binning.
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	[image: Thumbnail: Fig. C.1. Refer to the following caption and surrounding text.]	Fig. C.1. Distribution of photo-z over spec-z, where the full sample is shown in grey, and the shaded areas represent the fourth tomographic bin listed in Table 2 for photometric and spectroscopic redshift (orange and purple bands, respectively). Overlaid are 1, 2, and 3σ completeness contours for the two selection strategies: photo-z binning within the SOM (orange) and mean spec-z binning per SOM cell (purple).
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	[image: Thumbnail: Fig. C.2. Refer to the following caption and surrounding text.]	Fig. C.2. Display of the n(z) distributions of the calibration sample introduced in Sect. 4.3 (red), the Masters SOM cell mean specz-z (brown) as well as Appendix C.2 (blue) and Appendix C.3 (purple) calibration samples.
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	[image: Thumbnail: Fig. C.5. Refer to the following caption and surrounding text.]	Fig. C.5. Violin plot of biases per bin according to Appendix C.3. Top: Includes the entire distributions. Bottom: y-axis limited version, effectively removing 2% of extreme outliers from the sample to uncover the mean biases with respect to the requirement.
In the text



	[image: Thumbnail: Fig. D.1. Refer to the following caption and surrounding text.]	Fig. D.1. Visualisation of the effective fraction of calibration data considered after applying QC and gold sample selection for the tomography defined on the mean spec-z of SOM cells (purple) and photo-z (orange).
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      Fig. 1. 

      
        [image: Fig. 1. Refer to the following caption and surrounding text.]
      

      
        Colour-colour diagram of Flagship2 galaxies free of flux errors plotted according to the corresponding true redshift. Blue represents the lower-redshift sources and red the higher-redshift sources [0 ≤ zobs ≤ 3], exemplifying the non-linearity and degeneracies of the colour-redshift relation.

      

    

  
    
      Fig. 2. 
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        Comparison of some exemplary noisy (blue) and noiseless (brown) Flagship2 EWS-like colours (top) and magnitudes (bottom). The bands comprise LSST u, g, r, i, z and EuclidIE, YE, JE, HE at year 3 depth.

      

    

  
    
      Fig. 3. 
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        Flowchart outlining the sequential process of utilising noiseless SOMs to create a set of calibration samples, which are then used to train a secondary set of SOMs using noisy photometric data. Lastly, the trained noisy SOMs are populated by the EWS-like data.

      

    

  
    
      Table 1. 

      Comparison of the characteristics of the noiseless and noisy SOMs.

      
        


	SOM parameter
	Noiseless SOM
	Noisy SOM





	Training expression
	36 colours & IE magnitude
	36 colours & IE magnitude



	Dimension
	75 × 150
	101 × 101



	Topology
	Flat and edge limited
	toroidal and continuous



	Cell type
	Hexagon
	Hexagon



	Data threshold
	[0, 30] mag
	[0, 30] mag; S/N(IE) > 5



	Training iterations
	200
	200





      

      
Notes. The noiseless SOM Masters et al. (2015) layout, trained on noiseless Flagship2 photometry. Opposed to the noiseless SOM, the noisy SOM is not trained on a wide field sub-sample, but on the respective calibration sample, generated from the noiseless SOM.



    

  
    
      Fig. 4. 

      
        [image: Fig. 4. Refer to the following caption and surrounding text.]
      

      
        Masters-like SOM coloured according to different properties of the calibration sample. These include the occupation count (left) and the cells’ average u − r colour (right). Furthermore, cells lacking a representation of physical quantities are painted white. The white histograms overlaid within the upper colour bars represent the normalised linear distributions of the respective SOM statistics.

      

    

  
    
      Fig. 5. 

      
        [image: Fig. 5. Refer to the following caption and surrounding text.]
      

      
        Noisy SOM painted by the mean spec-z for both the calibration sample used in training (left panel) and the validation sample (right panel). A similar underlying pattern is visible. Areas of spectroscopic incompleteness, coloured in white, cannot be used for calibration purposes as per the gold sample selection.

      

    

  
    
      Table 2. 

      Calibration sample distribution on noisy SOMs.

      
        


	
	Sample (full) = 33 602



	
	fpix (all, %) = 96.8





	Bins
	bin 1
	bin 2
	bin 3
	bin 4
	bin 5
	bin 6
	bin 7
	bin 8
	bin 9
	bin 10



	z∈
	(0.05, 0.295]
	(−, 0.54]
	(−, 0.785]
	(−, 1.03]
	(−, 1.275]
	(−, 1.52]
	(−, 1.765]
	(−, 2.01]
	(−, 2.255]
	(−, 2.50]



	fgs
	98.3
	97.7
	93.6
	90.9
	91.1
	93.9
	95.5
	96.4
	97.8
	96.1



	Nspec
	2041
	7404
	6508
	6334
	4177
	3430
	1834
	962
	603
	222





      

      
Notes. The table presents the sample size and fraction of noisy SOM cells occupied by the calibration sample, fpix (all, %), along with the fractions of cells representative of the wide sample fgs and spectroscopic number counts Nspec across 10 equi-sized tomographic bins (Wright et al. 2020b). The data reveals a notable scarcity of sources for calibration in bins 1, 7, 8, 9, and 10 compared to the other bins.



    

  
    
      Table 3. 

      Biases per bin for redshift tomography defined on the mean spec-z of individual SOM cells.

      
        


	Bias (Δ⟨z⟩)
	bin 1
	bin 2
	bin 3
	bin 4
	bin 5





	QC no
	0.197 ± 0.029
	0.122 ± 0.057
	0.127 ± 0.061
	0.056 ± 0.038
	0.032 ± 0.010



	QC yes
	0.087 ± 0.012
	0.062 ± 0.008
	0.084 ± 0.056
	0.050 ± 0.039
	0.034 ± 0.008



	




	Bias (Δ⟨z⟩)
	bin 6
	bin 7
	bin 8
	bin 9
	bin 10



	




	QC no
	0.034 ± 0.012
	−0.013 ± 0.014
	−0.064 ± 0.018
	−0.122 ± 0.020
	−0.253 ± 0.034



	QC yes
	0.042 ± 0.009
	0.008 ± 0.010
	−0.035 ± 0.013
	−0.079 ± 0.013
	−0.143 ± 0.015





      

      
Notes. The values listed are the mean biases over 100 different line of sight sub-samples, including the respective standard deviation. Under the recognition of QC, merely bin 7 comes close to sufficing the dynamic Euclid bias requirement of Δ⟨z⟩< 0.002(1 + z) when excluding standard deviations and considering the upper redshift bin limits from Table 2. The expression ‘QC’ refers to the consideration of quality control (see Sect. 4.3.3).



    

  
    
      Table 4. 

      Biases per bin for redshift tomography defined on the mean photo-z of individual sources.

      
        


	Bias (Δ⟨z⟩)
	bin 1
	bin 2
	bin 3
	bin 4
	bin 5





	QC no
	−0.011 ± 0.011
	−0.002 ± 0.005
	0.003 ± 0.004
	0.003 ± 0.004
	−0.002 ± 0.004



	QC yes
	0.005 ± 0.007
	∅ ± 0.005
	0.003 ± 0.004
	0.003 ± 0.004
	−0.002 ± 0.004



	




	Bias (Δ⟨z⟩)
	bin 6
	bin 7
	bin 8
	bin 9
	bin 10



	




	QC no
	0.002 ± 0.004
	−0.002 ± 0.004
	−0.002 ± 0.005
	0.004 ± 0.007
	−0.008 ± 0.009



	QC yes
	0.002 ± 0.004
	−0.002 ± 0.004
	−0.002 ± 0.005
	0.006 ± 0.007
	−0.009 ± 0.008





      

      
Notes. Same as Table 3, where all but bins 1 and 10 lie within the dynamic Euclid bias requirement of (Δ⟨z⟩) < 0.002(1 + z) when excluding standard deviations. Biases with values (Δ⟨z⟩) < 0.001 are marked with a null symbol “∅”.



    

  
    
      Fig. 6. 

      
        [image: Fig. 6. Refer to the following caption and surrounding text.]
      

      
        Violin plot of biases per bin using tomography defined by SOM spec-z before (red) and after (blue) applying QC. These distributions also include box-and-whisker plots. Lastly, the dynamic (Δ⟨z⟩) < 0.002(1 + z) Euclid requirement are given by the grey shaded area.

      

    

  
    
      Fig. 7. 

      
        [image: Fig. 7. Refer to the following caption and surrounding text.]
      

      
        Same as Fig. 6, but using tomography defined by the photo-z of individual galaxies.

      

    

  
    
      Fig. 8. 

      
        [image: Fig. 8. Refer to the following caption and surrounding text.]
      

      
        Forecasted absolute biases in units of standard deviations for cosmological parameters. Each panel shows a different cosmological parameter; the different line styles and colours correspond to the different cases presented in Sect. 4.4 and Appendix C. The vertical lines indicate the expected bias corresponding to each case. The kernel density estimate was taken from 106 realisations of the n(z).

      

    

  
    
      Table 5. 

      Biases on cosmological parameters due to redshift uncertainties.

      
        


	Case
	ΔΩm/σΩm
	Δσ8/σσ8
	Δw0/σw0
	Δwa/σwa





	Realistic and QC yes
	0.27 ± 0.16
	0.11 ± 0.06
	0.46 ± 0.26
	0.24 ± 0.14



	Realistic and QC no
	0.28 ± 0.15
	0.11 ± 0.06
	0.46 ± 0.26
	0.24 ± 0.13



	Best and QC yes
	0.09 ± 0.02
	0.04 ± 0.01
	0.16 ± 0.04
	0.08 ± 0.02



	Best and QC no
	0.08 ± 0.02
	0.03 ± 0.01
	0.14 ± 0.04
	0.07 ± 0.02





      

      
Notes. All values are given in units of σ considering the four different cases of redshift calibration (refer to Sect. 4.4 and Appendix C). The errors are given as standard deviations of the distribution displayed in Fig. 8. Note that they are given as symmetric only for reference.



    

  
    
      Fig. A.1. 

      
        [image: Fig. A.1. Refer to the following caption and surrounding text.]
      

      
        Architecture of a 5×5 neuron SOM with a Kohonen layer, depicted here as ‘Feature Map’. The input vector x is mapped onto the neurons, represented by their weight vectors wi. The best matching unit (here w7) and the surrounding weights are adjusted according to the current learning rate and neighbourhood function. The neurons in this example are coloured based on the magnitude of the adjustment in the current training step, where white are high magnitudes of adjustment and black are low magnitudes. Adapted from van den Busch (2021).

      

    

  
    
      Fig. B.1. 

      
        [image: Fig. B.1. Refer to the following caption and surrounding text.]
      

      
        Top: Mean spec-z distributions for the validation and calibration sample subject to a non-trivial selection function. The respective distributions are also depicted for a single SOM cell chosen at random. Bottom: Display of the distributions found for the same randomly selected cell after applying photo-z binning.

      

    

  
    
      Fig. C.1. 

      
        [image: Fig. C.1. Refer to the following caption and surrounding text.]
      

      
        Distribution of photo-z over spec-z, where the full sample is shown in grey, and the shaded areas represent the fourth tomographic bin listed in Table 2 for photometric and spectroscopic redshift (orange and purple bands, respectively). Overlaid are 1, 2, and 3σ completeness contours for the two selection strategies: photo-z binning within the SOM (orange) and mean spec-z binning per SOM cell (purple).

      

    

  
    
      Fig. C.2. 

      
        [image: Fig. C.2. Refer to the following caption and surrounding text.]
      

      
        Display of the n(z) distributions of the calibration sample introduced in Sect. 4.3 (red), the Masters SOM cell mean specz-z (brown) as well as Appendix C.2 (blue) and Appendix C.3 (purple) calibration samples.

      

    

  
    
      Table C.1. 

      Biases in the mean redshift estimation per bin according to Appendix C.1.

      
        


	Bias (Δ⟨z⟩)
	bin 1
	bin 2
	bin 3
	bin 4
	bin 5





	QC no
	0.219 ± 0.093
	0.182 ± 0.069
	0.173 ± 0.043
	0.211 ± 0.205
	0.171 ± 0.177



	QC yes
	0.083 ± 0.014
	0.103 ± 0.033
	0.152 ± 0.028
	0.137 ± 0.076
	0.113 ± 0.142



	




	Bias (Δ⟨z⟩)
	bin 6
	bin 7
	bin 8
	bin 9
	



	




	QC no
	0.006 ± 0.223
	−0.139 ± 0.163
	−0.308 ± 0.199
	−0.275 ± 0.199
	



	QC yes
	−0.025 ± 0.176
	−0.097 ± 0.160
	−0.205 ± 0.153
	−0.096 ± 0.141
	





      

      
Notes. The values shown are the mean biases over 60 different lines of sight as well as standard deviations for the lowest nine bins. Under the recognition of QC, none of the bins lie within the Euclid bias requirement.



    

  
    
      Table C.2. 

      Biases in the mean redshift estimation per bin according to Appendix C.2.

      
        


	Bias (Δ⟨z⟩)
	bin 1
	bin 2
	bin 3
	bin 4
	bin 5





	QC no
	0.077 ± 0.023
	0.035 ± 0.028
	0.033 ± 0.028
	0.006 ± 0.017
	0.003 ± 0.014



	QC yes
	0.059 ± 0.012
	0.030 ± 0.025
	0.031 ± 0.028
	0.006 ± 0.016
	0.007 ± 0.018



	




	Bias (Δ⟨z⟩)
	bin 6
	bin 7
	bin 8
	bin 9
	



	




	QC no
	0.009 ± 0.018
	−0.034 ± 0.060
	−0.044 ± 0.048
	−0.063 ± 0.024
	



	QC yes
	0.020 ± 0.014
	−0.009 ± 0.035
	−0.018 ± 0.032
	−0.033 ± 0.021
	





      

      
Notes. The values shown are the mean biases over 100 different lines of sight as well as standard deviations for the lowest nine bins. Under the recognition of QC, bins 2, 3, and 5 lie within the Euclid bias requirement.



    

  
    
      Table C.3. 

      Biases in the mean redshift estimation per bin according to Appendix C.3.

      
        


	Bias (Δ⟨z⟩)
	bin 1
	bin 2
	bin 3
	bin 4
	bin 5





	QC no
	0.003 ± 0.012
	0.003 ± 0.011
	∅ ± 0.008
	0.001 ± 0.014
	0.001 ± 0.011



	QC yes
	0.017 ± 0.008
	0.007 ± 0.008
	∅ ± 0.007
	0.002 ± 0.014
	∅ ± 0.010



	




	Bias (Δ⟨z⟩)
	bin 6
	bin 7
	bin 8
	bin 9
	



	




	QC no
	∅ ± 0.013
	0.009 ± 0.038
	−0.007 ± 0.054
	−0.007 ± 0.067
	0.008 ± 0.015



	QC yes
	0.001 ± 0.013
	0.009 ± 0.036
	0.012 ± 0.053
	−0.006 ± 0.007
	0.009 ± 0.015





      

      
Notes. The values shown are the mean biases over 50 different lines of sight as well as standard deviations for all ten bins. Under the recognition of QC, six bins lie within the Euclid bias requirement, while bins 1, 8, and 10 fail to satisfy the requirement by errors on the order of ∼ 0.001 only, showcasing the improvement achievable with photo-z based tomography.



    

  
    
      Fig. C.3. 

      
        [image: Fig. C.3. Refer to the following caption and surrounding text.]
      

      
        Violin plot of biases per bin according to Appendix C.1.

      

    

  
    
      Fig. C.4. 

      
        [image: Fig. C.4. Refer to the following caption and surrounding text.]
      

      
        Violin plot of biases per bin according to Appendix C.2.

      

    

  
    
      Fig. C.5. 

      
        [image: Fig. C.5. Refer to the following caption and surrounding text.]
      

      
        Violin plot of biases per bin according to Appendix C.3. Top: Includes the entire distributions. Bottom: y-axis limited version, effectively removing 2% of extreme outliers from the sample to uncover the mean biases with respect to the requirement.

      

    

  
    
      Fig. D.1. 

      
        [image: Fig. D.1. Refer to the following caption and surrounding text.]
      

      
        Visualisation of the effective fraction of calibration data considered after applying QC and gold sample selection for the tomography defined on the mean spec-z of SOM cells (purple) and photo-z (orange).
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