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Abstract

Multiwavelength extragalactic nuclear transients, particularly those detectable as multi-messengers, are among the primary drivers for the next-generation observatories. X-ray quasi-periodic eruptions (QPEs) are the most recent and perhaps most peculiar addition to this group. Here, we report a first estimate of the volumetric rate of QPEs based on the first four discoveries with the eROSITA X-ray telescope onboard the Spectrum Roentgen Gamma observatory. Under the assumption, supported by a suite of simulated light curves, that these four sources sample the intrinsic population somewhat homogeneously, we correct for their detection efficiency and compute a QPE abundance of [image: equation] Mpc−3 above an intrinsic average [image: equation]. Since the exact lifetime of QPEs (τlife) is currently not better defined than between a few years or few decades, we convert this to a formation rate of ℛvol/τlife ≈ 0.6 × 10−7(τlife/10 yr)−1 Mpc−3 yr−1. As a comparison, this value is a factor ∼10 τlife times smaller than the formation rate of tidal disruption events. The origin of QPEs is still debated, although lately most models suggest that they are the electromagnetic counterpart of extreme mass ratio inspirals (EMRIs). In this scenario, the QPE rate would thus be the first ever constraint (i.e. a lower limit) to the EMRI rate from observations alone. Future discoveries of QPEs and advances in their theoretical modeling will consolidate or rule out their use for constraining the number of EMRIs detectable by the LISA mission.
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1. Introduction
The interest in multiwavelength extragalactic nuclear transients has recently increased with the advent of sensitive wide-area surveys, which started discovering these transients in significant numbers. Particular attention is being dedicated to transients that are detectable in a multi-messenger fashion, via electromagnetic radiation and gravitational waves (GWs) and/or neutrino detectors. The main protagonists are tidal disruption events (TDEs) with the recent addition of quasi-periodic eruptions (QPEs). For TDEs, high-cadence optical surveys, such as the Zwicky Transient Facility, took a major step forward in detection numbers (van Velzen et al. 2021; Yao et al. 2023) after the first discoveries by ROSAT (Bade et al. 1996; Grupe et al. 1999), although X-ray discoveries are catching up (Sazonov et al. 2021; Grotova et al., in prep.) thanks to the extended ROentgen Survey with an Imaging Telescope Array (eROSITA; Predehl et al. 2021) on board the Spectrum-Roentgen-Gamma observatory (SRG; Sunyaev et al. 2021). For QPEs, the field is still in its early days, with the first discovery reported in 2019 (Miniutti et al. 2019, hereafter M19) and only a handful of secure QPE sources known to date (Giustini et al. 2020; Arcodia et al. 2021, 2024; hereafter G20; A21; A24), plus some candidates (Chakraborty et al. 2021; Quintin et al. 2023; Evans et al. 2023; Guolo et al. 2024). QPEs were discovered for the most part (i.e., four out of six) by the eROSITA X-ray telescope (A21; A24). As the search method was purposely designed for the discovery of QPEs (A21; A24) and the eROSITA surveys are relatively homogeneous over the entire sky (Merloni et al. 2024), we are able to provide in this work, for the first time, an intrinsic volumetric rate of QPEs.
Finally, most of the latest theoretical efforts interpret QPEs as triggered when the radiatively efficient accretion disk of a massive black hole is repeatedly pierced by an orbiter of much lower mass (e.g., Xian et al. 2021; Franchini et al. 2023; Linial & Metzger 2023; Tagawa & Haiman 2023; Zhou et al. 2024)1. Intriguingly, this interpretation would make QPEs the electromagnetic counterparts of extreme mass ratio inspirals (EMRIs), which are detectable by future-generation GW detectors (e.g., Amaro-Seoane 2018). Under the assumption that QPEs are indeed EMRIs, a remarkable implication is that the QPE volumetric rate would be the first ever observationally driven constraint to the EMRI rate.
2. The search for QPEs with eROSITA
On 13 December 2019, eROSITA started observing in survey mode and completed four of the eight foreseen all-sky surveys (eRASS1 to eRASS8), and started the fifth. In each survey, lasting six months, every source in the sky was observed for ∼40 s (hereafter called a visit) every ∼4 h (i.e. a eROday) for a total number of times within a single eRASS depending on its location in the sky. This number is typically around six on the ecliptic plane and increases toward higher ecliptic latitudes (Merloni et al. 2024). Most of the area in the sky has thus around ≈6 − 10 data points separated by 4 h, for a total baseline of ∼1 − 2 d in the single eRASS (Merloni et al. 2024) and about ∼2 − 2.5 yr for the eRASS1–eRASS4 (or eRASS1–eRASS5) baseline. Leading to the first QPE discoveries with eROSITA (Arcodia et al. 2021, 2024), our team developed an algorithm to look for significant and repeated high-amplitude variability in the eROSITA sources. QPE candidates can be found within eROdays of the single eRASS or combining multiple eRASS. A first version of this method was briefly described in A21. In brief, the algorithm searching for variable sources is primarily based on the X-ray light curves with no pre-screening based on the counterpart’s nature. Then, more steps are taken in post-processing to classify each given source, such as the exclusion of secure Galactic objects using Gaia DR3 (Gaia Collaboration 2016, 2021) and some further visual inspection of their X-ray and multiwavelength properties for the handful of interesting cases per eRASS. Given eROSITA’s cadence, X-ray follow-up with other X-ray telescopes is required for secure confirmation (A21; A24).
Here, we present the QPE search method in more detail with the goal of providing the first estimate of the volumetric rate of QPEs. Light curves are extracted with the srctool task of the eROSITA Science Analysis Software System (eSASS; Brunner et al. 2022) from event files processing version 020, for all sources detected above detection likelihood DET_LIKE_0 = 20 (Merloni et al. 2024). We exclude an area with a radius of three degrees around the South Ecliptic Pole, as it requires separate data processing and analysis (e.g., Bogensberger et al. 2024). Light curves are provided with ten-second bins between 0.2 − 0.6 keV, 0.6 − 2.3 keV and 2.3 − 5.0 keV. Light curves are thus rebinned to have a single count rate (CR) estimate per eROday (A21; A24). This step is carried out by summing, within the eROday visit, the source and background counts in the unbinned light curve produced by eSASS. Then, we numerically compute the Poisson probability mass function (PPMF, with the scipy Python package Virtanen et al. 2020) for the count rate given the detected source and background counts, normalized by the areas of the extraction regions. We use the median value of the PPMF and 1σ percentiles as asymmetric upper (subscript +) and lower (subscript −) error bars. We compute the PPMFs for background alone and the total rate from source plus background. In the light curve extracted from the source area, visits compatible within the uncertainties with background alone are considered undetected.
An X-ray source is added to a pool of interesting alerts if it shows two (or more) visits that are significantly brighter than one (or more) fainter visit(s) in between. Our significance criteria are (i) a ratio > 2 of the lowest 1σ percentile of the PPMF of both bright eROday visits (dubbed HI; CRHI − CRHI−) to the upper 1σ percentile of the fainter one in between (dubbed LO; CRLO + CRLO+), and (ii) maximum amplitude significance > 2, computed as AMP/ERR where AMP = CRHI − CRHI− − (CRLO + CRLO+) (e.g., Boller et al. 2022) and [image: equation]. On the order of ≈550 − 650 sources per eRASS satisfy these criteria, which are purposely loose as we aim to be complete, rather than pure, in finding QPEs from extreme variability from galaxies.
For each eRASS, this preliminary sample is cross-matched with proper motion and parallax estimates to exclude Galactic objects. We match the X-ray coordinates with Gaia DR3 (Gaia Collaboration 2016, 2021) using the Python package astroquery (Ginsburg et al. 2019) and store information of all Gaia sources within 10″. Gaia proper motion (GPM) significance (SGPM) is computed as SGPM = GPM/σGPM, where GPM is computed from the RA and Dec proper motions as [image: equation] and its uncertainty [image: equation]. Alerts associated with a single Gaia source with proper motion significance above 5σ are excluded. The remaining alerts are typically ≈140 − 150 per eRASS. Their X-ray and archival multiwavelength properties are visually checked to exclude possible spurious Galactic contaminants that may remain after the first automated screening2, and others of extragalactic nature (e.g. known quasars and blazars). In addition, we also check alerts with no proper motion or parallax estimate in Gaia (≈70 − 100 per eRASS). The vast majority of these consist of stars masked out from Gaia, which can be easily excluded visualizing their optical images, but some local faint galaxies were also found to be missing a Gaia estimate. After this pre-screening, the remaining alerts represent a subsample of likely extragalactic X-ray sources. As mentioned above, our variability significance criteria are purposely loose, to favor detection completeness over purity. Hence, the algorithm also triggers on stochastic variability of bright sources, which make the significance cut due to their smaller uncertainties. Apart from the extreme light curves like those of the eROSITA discovered QPEs (A21; A24), the lower priority tiers most likely contain QPE sources with lower amplitude variability within eRASS, which cannot be easily distinguished from quasar-like stochastic variability around the eRASS detection limit. We note that if a strikingly interesting light curve originates from a known active galactic nucleus, this is not an exclusion criterion for QPE searches per se. However, typically these alerts are associated with fairly well-studied low-redshift sources, and thus a closer look at their X-ray products from other (previous or following) eRASS and archival X-ray and multiwavelength data is sufficient to exclude them as top-tier QPE candidates. A trivial case in which other eRASS can be used to assess the candidates is that of a given eRASS light curve showing seemingly high-amplitude variability (potentially indicating a QPE source), while other eRASS show a significant detection in most eROdays, but with insignificant variability. Cases where the source is only detected in a single eRASS are instead kept in the pool of potential QPE candidates. Furthermore, a trivial case where other X-ray or multiwavelength archival data can be used to assess the candidates is that of well-studied local Seyfert galaxies with many archival observations. We note that this step of visual inspection naturally imprints some degree of subjectivity in the choice of candidates. However, our best efforts were put into quantifying this as much as possible in our rate calculations (Sect. 3.2) and supporting simulations (Appendix A). After this screening, only a handful of highly significant variable sources remained. Their archival multiwavelength properties and photometry (e.g. via VizieR; Ochsenbein et al. 2000) were explored for further analysis and follow-up. For instance, the variability criterion described here (namely, that of significant high-amplitude variability repeated within the single eRASS) is the one that found eRO-QPE1 and eRO-QPE2 (A21).
In addition, we considered the case where significant high-amplitude variability is repeated across different eRASS, for instance with a single significant high state, but is present in more than one eRASS. For this, the pool of alerts was obtained from sources that show one or more visits significantly brighter than two (preceding and following) fainter ones. This single-flare search (in contrast with the repeated-flare version described above) yielded ≈3500 alerts per survey, of which ≈450 remained after high significance proper motion was excluded (as flaring coronally emitting stars heavily dominate among the triggers, Boller et al. 2022), and another ≈450 sources with no proper motion estimate. Then, we took advantage of the presence of multiple eRASS and we selected a subsample of sources which triggered the single-flare search in more than one eRASS (i.e. spreading the repeating variable behaviour across the different surveys rather than within the single one). This reduced the alerts to a handful of sources for further inspection. This is instead the method that found eRO-QPE3 (A24).
Furthermore, after the discovery of the first three QPEs we attempted a third set of criteria. Another subset of these ≈3500 alerts, obtained with a single flare per eRASS, selected alerts in which all the faint visits are consistent with background and the signal is detected in one or two consecutive visits only, regardless of whether it significantly occurred in more than one eRASS or not. Effectively, this would consist in relaxing the repeating nature of the flare, but limiting to the highest significance of single flares per eRASS. This yielded ≈200 alerts per survey, of which ≈10 remained after high significance proper motion was excluded, and another ≈30 of sources with no proper motion estimate. The same visualization procedure mentioned above was applied to these alerts as well. This is the method that found eRO-QPE4 (A24).
Finally, we note that all these searches have some obvious biases. For instance, they would likely miss potential QPE sources for which eruption last several days (i.e., longer than the baseline of the single eRASS) and repeat on timescales of tens of days, so that the source is alternatively detected or not in consecutive eRASS, but it is constant in each (e.g., Evans et al. 2023; Guolo et al. 2024). However, we note that the implementation of the single flare algorithm, cross-matched across the various eRASS, would allow eROSITA to detect short-duration eruptions (< 12 h, namely the span of three eROdays) that repeat on the timescales of several weeks or months. However, eROSITA has not yet found any such QPE sources (e.g., later confirmed to have recurrences over days–weeks and still durations over hours). Perhaps, this suggests that the observed relation between average recurrence and average durations (e.g., Chakraborty et al. 2021; Fig. 13 of A24) is intrinsic to the QPE population.
3. Intrinsic rates of QPEs
In this work, our aim is to provide a first estimate of the intrinsic volumetric rate of QPEs. We adopted the four sources discovered by eROSITA (A21,A24) as representative of the intrinsic population and computed their detection efficiency (Sect. 3.1) and resulting volumetric rates (Sect. 3.2). We discuss our assumptions and their validity in Sect. 3.3 and Appendix A.
3.1. Calculating the detection efficiency
Estimating the detection efficiency of a given survey is a function of the peak luminosity distribution. Since QPEs may show appreciably different peak luminosity values within the time span of a survey (M19; G20; A21; A24; Chakraborty et al. 2021), we estimated their averaged values from available data. For eRO-QPE1, we used the average between the main peaks of the two XMM-Newton observations (A21), which are representative of most of the time evolution shown by the source (Chakraborty et al. 2024), namely [image: equation] erg s−1. For eRO-QPE2, the average peak luminosity in the XMM-Newton observation presented in A21: [image: equation] erg s−1. For eRO-QPE3, since the peak luminosity decayed over time (A24), we adopted the average peak luminosity between the eRASS1 to eRASS4 epoch, [image: equation] erg s−1, when the source was actually detected by our algorithm. For eRO-QPE4, we used the average between the three XMM-Newton peaks, namely [image: equation] erg s−1 (A24).
Regarding the detection efficiency, the key element is adopting the correct sensitivity of the searching algorithm. In searches for one-off transients that aim to simply detect a given source, the instrument sensitivity can be used. For our QPE search in particular (Sect. 2), we required the presence of a flux state somewhat brighter than the eRASS sensitivity in the single eROday and a specific pattern in the light curve, both in a single eRASS, or across eRASS (see A21; A24). Furthermore, visual inspection was necessary to confirm the presence of purely alternating variability patterns adding a subjective element that is not straightforward to quantify. Nonetheless, we identified eRO-QPE2 (A21) as the QPE source with the lowest variability amplitude discovered so far with our search. In particular, we adopted as the QPE sensitivity threshold of a given visit the faintest count rate observed for eRO-QPE2 among the brightest that triggered the variability code (see Fig. 2 of A21). This corresponds to a count rate of 0.43 ± 0.12 in the 0.6 − 2.3 keV band (A21). This count rate can be interpreted as the lowest eRASS count rate that a QPE bright state can have to be considered significantly variable according to our search method. Based on our experience, any variable source with a putative bright state fainter than this threshold, would not have been considered a reliable QPE candidate and would not have been followed up. Thus, we convert this eROSITA sensitivity observed flux to the corresponding count rate that would be observed by XMM-Newton (for eRO-QPE2, eRO-QPE3 and eRO-QPE4) and NICER (for eRO-QPE1), using WebPIMMS3. We note that this count rate threshold, once converted to a flux with the spectral shape observed for each QPE source, also defines the maximum observability distance and the discovery volume of a given QPE source, given its observed average peak luminosity.
For each of the discovered eROSITA QPEs, we adopted a mock eRASS sampling composed of as many eROdays as in two eRASS surveys of the actual light curves (see A21; A24). This filter, which mimics eROSITA’s observational sampling during the survey, was then used to scan the XMM-Newton and NICER light curves of each confirmed QPE source. As an eROday visit exposure is ∼40 s long, we shift this filter by ∼40 s for enough times to cover at least one or a few full cycles of each QPE source. This time shift is adopted to be ∼4.5 d for eRO-QPE1 (given the high scatter observed; A21; Chakraborty et al. 2024), ∼5 h for eRO-QPE2, ∼20.5 h for eRO-QPE3 and ∼20 h for eRO-QPE4. If needed, the observed light curves are looped, ensuring that the observed average quasi-periodicity is maintained within the observed scatter. Then, we computed the detection efficiency as follows. For each scan with the eRASS mock filter, we consider it a QPE detection if at least two mock visits are found to be brighter than the count rate threshold (described above), with at least one visit between them that is below the threshold. Otherwise, the scan is considered unsuccessful. This directly compares with our actual QPE search (Sect. 2). The inferred efficiency, computed for each source separately, is therefore the ratio of the number of QPE detections to the total number of scans attempted with the filter. This efficiency can be interpreted as the probability that a given existing QPE source, with properties like those discovered, would trigger our search with a baseline of two eRASS. Since QPEs outlast the entire baseline given by all eRASS, we treat the two eRASS as consecutive for simplicity. We repeat the efficiency calculation 10 000 times, drawing the count rate threshold from a Gaussian distribution given by the observed mean and standard deviation (Fig. 1). We recall that this threshold is converted from the observed eRASS count rate of eRO-QPE2 with its 1σ uncertainty (A21). For a given QPE source (QPEn), each draw i provides a different efficiency (ξi, Fig. 1) and a different maximum detectability luminosity distance (dLmax, i), volume (Vmax, i, corrected by δA = 0.5 since eROSITA-DE contains half of the entire sky), and redshift (zmax, i).
	[image: thumbnail]	Fig. 1. Histograms of the distribution of detection efficiency (ξ) of the QPE sources discovered by eROSITA. The sensitivity threshold required to significantly detect an eruption is drawn 10 000 times from a Gaussian distribution. Each iteration of ξi is then computed by downsampling the observed QPEs light curves through the real eRASS cadence and it represents the probability that our QPE search algorithm would trigger on the light curve of that given source.



3.2. Calculating volumetric rates
We adopted three bins in [image: equation]: 41.7 − 42.3, 42.3 − 42.8 and 42.8 − 43.3. The lowest bound of 41.7 was chosen as it is the lowest peak flux shown in the eRASS light curves by any eROSITA-discovered QPE source. This choice is also supported by the simulations reported in Appendix A, since the eRASS detection efficiency is zero below this luminosity even in the low-z Universe. These bins contain two, one, and one QPE source, respectively. For each luminosity bin Δlog Lj we computed the volumetric rate ℛvol, j by maximizing the mean Poisson likelihood obtained from the distribution of 10 000 iteration, each giving (given the rate and k detections) [image: equation], where λi = ℛvol, j ξi Vmax, i δA. This calculation approximates the distribution of QPE sources over luminosity and redshift with the known detected eROSITA QPEs, the total volume with Vmax and that the nuisance parameters (e.g., ξi and Vmax, i) are distributed according to the count rate measurement uncertainties used as sensitivity. The 1σ uncertainties on the mean Poisson distribution are taken at the points where the likelihood drops by a factor of e−0.5. We plot the resulting X-ray luminosity function of QPEs in the bottom panel of Fig. 2. The top panel of Fig. 2 shows instead the redshift-luminosity plane, where the luminosity uncertainties reflect the diversity in peak luminosity observed rather than the statistical uncertainty on an individual peak estimate. Compared with the luminosity function of TDEs (Yao et al. 2023) we note a similar decrease of a factor of ≈100 per luminosity decade. We fitted a power-law relation through the luminosity function of Fig. 2, with uncertainties on both axes, using Ultranest (Buchner 2021), with [image: equation], where Φ = dℛvol/d log L. We obtained a slope with median (and 16th–84th percentiles) of [image: equation], with a normalization [image: equation]. We show the median (and 16th–84th percentile contours) power-law function in green in Fig. 2. Integrating this function within its uncertainties above [image: equation] we obtain a median (and related 16th–84th percentiles) volumetric abundance rate of [image: equation] Mpc−3.
	[image: thumbnail]	Fig. 2. QPEs volumetric rates. Top: Distribution of the four eROSITA QPEs (A21; A24) in the luminosity-redshift plane. Bottom: X-ray luminosity function of eROSITA QPEs (green), expressed both in Mpc−3 and per galaxy, as a function of the average peak 0.5 − 2.0 keV luminosity. The three bins adopted in [image: equation] are 41.7 − 42.3, 42.3 − 42.8 and 42.8 − 43.3, respectively containing two, one and one QPE. The green line and related contours represent the median and 16th–84th percentiles of the fit power-law model, with a slope ≈ − 2. The two gray points represent the rates from eRO-QPE1 and eRO-QPE2 alone (A21) in two bins of 1 dex, to highlight the small effect of adding new discoveries.



We assume a volumetric density of galaxies with a stellar mass within 108.5 − 10.5, which includes that of the known eROSITA QPEs (A21,A24), of ∼1.65 × 10−2 Mpc−3 (Baldry et al. 2012). Therefore, our volumetric abundance rate corresponds to a per galaxy abundance rate of [image: equation] gal−1, above an intrinsic average [image: equation]. This implies that at any time, roughly one in 10 000 galaxies in that stellar mass range is erupting quasi-periodically. Relating this to a formation rate relies on assumptions on the typical QPE lifetime. Each secure QPE source has been emitting eruptions since discovery (even if perhaps not continuously, Miniutti et al. 2023a) for up to more than 20 yr (G20). Therefore, we assume a typical lifetime of τlife ≈ 10 yr as an example, but leave it as a free parameter. This yields a formation rate ℛgal/τlife of approximately a ≈0.4 × 10−5(τlife/10 yr)−1 per galaxy per year or ℛvol/τlife ≈ 0.6 × 10−7(τlife/10 yr)−1 per Mpc3 per year.
3.3. Assumptions and approximations
Since the overall QPE activity, excluding potential short phases with disappearance (Miniutti et al. 2023a), appears to last from years to decades (M19; G20; A21; A24; Miniutti et al. 2023a), QPEs outlast a given survey. Therefore, the observed rates can be directly compared to abundance volumetric rates, while inferring formation rates strongly relies on the unknown typical lifetime of QPEs. The calculation of intrinsic abundance rates itself is also affected by two major factors. One is astrophysical, namely the knowledge of the intrinsic QPE population, its intrinsic peak luminosity, duration and recurrence distributions and if and how they relate. The other is observational, namely the detection efficiency of a given instrument. Estimating the latter is possible with eROSITA, given its relatively homogeneous survey strategy (Merloni et al. 2024) and our detection algorithm purposely designed to search for QPE-like flares (see Sect. 3.1). The former is by nature unknown and it is particularly difficult for QPEs given the wide diversity in timing properties (i.e. duration and recurrence of eruptions and their evolution over time) within only a handful of known sources (M19; G20; A21; A24; Chakraborty et al. 2021, 2024; Arcodia et al. 2022; Miniutti et al. 2023a,b; Giustini et al., in prep.).
In this work we adopt the properties of the four known eROSITA QPEs as representative of the population. The arguments presented in the previous sections had the objective of providing a qualitative validation of this approach. For instance, eRO-QPE2 (A21) and eRO-QPE3 (A24) have compatible average peak X-ray luminosities, but widely different burst durations (∼0.5 h and ∼3 h, respectively) and recurrences (∼2.4 h and ∼20 h, respectively). Most importantly, they reside in the most intrinsically populated luminosity bin. Therefore, as long as the burst properties of eRO-QPE2 and eRO-QPE3 span the bulk of the intrinsic population, we do not expect to dramatically underestimate or overestimate the intrinsic rates provided here. Furthermore, none of the QPE sources discovered so far seems to have a severely skewed efficiency distribution toward high values (Fig. 1), and thus eROSITA did not select only the sources that are the easiest to find with its sampling. More quantitatively, we verified these assumptions a posteriori by simulating QPE light curves with various values of peak luminosity, recurrence and duration of the eruptions. We computed the eRASS detection efficiency of these mock light curves and concluded, based on the current knowledge on QPEs, that the known eROSITA-discovered QPE sources are not a significantly biased draw from the intrinsic population. Hence, they can indeed be used for a meaningful first estimate of their intrinsic rate. We report more details of the simulations in Appendix A.
Nevertheless, several complications remain, that may affect the calculations presented in this work. In particular, the discovery rate of QPEs in the eROSITA data does, to some extent, rely on subjective criteria based on visual inspection, as we discussed at length in Sect. 2. However, we note that eRO-QPE1 and eRO-QPE2 were the only two QPEs found with a single consistent method (A21) using only eRASS1 and eRASS2 data. However, performing the same calculation above for eRO-QPE1 and eRO-QPE2 with two luminosity bins of one dex (41.5–42.5 and 42.5–43.5) seems to yield consistent results (gray points in Fig. 2). Finally, we note that the inferred rates are not corrected for X-ray absorption. Known QPE sources are rather unabsorbed (M19; G20; A21; A24; Chakraborty et al. 2021), with only eRO-QPE2 being absorbed by a moderate column density (NH ∼ 3 × 1021 cm−2; A21). As a rough estimate, we can consider that the current rates underestimate the intrinsic QPE population by a factor ⪅2, following results of the fraction of obscured nuclear super-massive black holes (e.g., Buchner et al. 2015; Carroll et al. 2023).
4. Summary and future prospects
X-ray quasi-periodic eruptions are the most recent addition to the group of extragalactic nuclear transients. In this work, we report the first volumetric abundance rate of QPEs, computed with the first four eROSITA discoveries (A21,A24). We obtained [image: equation] Mpc−3 above an intrinsic average [image: equation], or [image: equation] gal−1. This yields a formation rate ℛgal/τlife ≈ 0.4 × 10−5(τlife/10 yr)−1 gal−1 yr−1 or ℛvol/τlife ≈ 0.6 − 7(τlife/10 yr)−1 Mpc−3 yr−1, which depends, however, on the unknown QPE lifetime τlife.
This formation rates agrees to zeroth-order with that inferred by some of the proposed models on QPEs triggered by secondary orbiters (e.g., Zhao et al. 2022; Lu & Quataert 2023; Linial & Metzger 2023), albeit within the large uncertainties and variables in play. However, the qualitative predictions on the emission mechanism and resulting luminosity of these modeled systems prevent us from making more quantitative comparisons with our observed rates, computed above [image: equation]. Instead, here we attempt a more agnostic comparison between QPE rates and those of other extragalactic nuclear transients like TDEs. Given the apparent dichotomy (e.g., Malyali et al. 2023; Guolo et al. 2023) between TDEs discovered in the optical (e.g., Yao et al. 2023) and X-rays (e.g., Sazonov et al. 2021), now with the latest discoveries via infrared selection (Masterson et al. 2024), this comparison requires particular care. The most direct and thus reliable comparison can be performed with the X-ray TDE rate from Sazonov et al. (2021). Thus, we integrate our QPE luminosity function (Fig. 2) starting from the same value ([image: equation]) and obtain a formation rate ℛformation = ℛvol/τlife ≈ 2 × 10−9(τlife/10 yr)−1 Mpc−3 yr−1. We plot ℛformation as a function of τlife in Fig. 3 together with the X-ray TDEs value from Sazonov et al. (2021). Based on Fig. 3, and assuming the QPE = TDE + EMRI scenario (e.g., Franchini et al. 2023; Linial & Metzger 2023), this would imply that on the order of ≈0.01 (τlife/10 yr)−1 galaxies with (X-ray bright) TDEs could show signatures of QPEs later on. Integrated formation rates of optically selected (Yao et al. 2023) and infrared-selected (Masterson et al. 2024) TDEs agree with the X-ray TDEs estimate, although they should be compared with caution given the complex time-evolving and inhomogeneous multiwavelength properties of TDEs (Guolo et al. 2023; Masterson et al. 2024). This prediction can be tested as future larger samples of confirmed X-ray TDEs and QPEs are unveiled, provided systematic and homogeneous follow-up campaigns are performed at late times.
	[image: thumbnail]	Fig. 3. QPE formation rate ℛformation as a function of τlife for median and 1σ range (green line and contour, respectively). It is computed above [image: equation] for direct comparison with the X-ray TDE formation rate from Sazonov et al. (2021), shown in dark red. TDE rates from optical (Yao et al. 2023) and infrared (Masterson et al. 2024) searches are also shown (see legend). Within the QPE = TDE + EMRI scenario (e.g., Franchini et al. 2023; Linial & Metzger 2023), on the order of ≈0.01 (τlife/10 y)−1 galaxies with TDEs could show signatures of QPEs later on.



4.1. Predictions for LISA
In the case that the EMRI scenario is unambiguously confirmed as the origin for QPEs, the volumetric rate estimate presented in this work will be the first ever observational constraint on the EMRI rate, which is of paramount importance for future-generation GW detectors such as LISA and Tianqin (Amaro-Seoane 2018). Since not all EMRIs are expected to emit QPEs, the QPE rate will be a lower limit. Even if statistically every EMRI is likely to experience an independent TDE that throws gas on it with the potential of revealing it (Linial & Metzger 2023), the unknown modulo is the fraction of EMRIs for which the secondary is of the nature (a star, and of which kind, or a black hole), mass and orbital configuration required to produce observable X-ray eruptions. Currently, even within the proposed EMRI models it is still debated whether the orbiter is a star (Xian et al. 2021; Linial & Metzger 2023; Tagawa & Haiman 2023) or a black hole (Franchini et al. 2023), or even whether it can be both. Hence, we only attempt to provide some useful values under the assumption that QPEs are EMRIs, and we start by assuming they are black hole EMRIs for simplicity. We start by providing the abundance rate of QPEs per massive black hole (MBH, ℛMBH) integrating the mass function from Merloni & Heinz (2008) in the range log MBH = 5.0 − 7.5, which yields [image: equation] MBH−1. Hence, there are at least as many EMRIs per MBH, of which LISA is expected to detect a fraction of ∼(10 − 40)% (Babak et al. 2017). In particular, the EMRI population models predict a cosmic rate of EMRIs in units of ∼(10 − 2 × 104) yr−1 (Babak et al. 2017) Thus, we integrate the QPE abundance rate ℛvol up to z = 1 (where most EMRI population models are complete in terms of LISA detection rates; Babak et al. 2017) using the cosmology from Hinshaw et al. (2013), and obtain a 1σ interquantile range of (3 − 85)×103 (τlife/10 yr)−1 yr−1. We show this lower limit prediction in green in Fig. 4. Conversely, if QPEs are stellar-EMRIs, we can attempt to scale their rate to that of black hole EMRIs. Using the framework of Linial & Sari (2022, 2023) and assuming a 10% binary fraction at the influence radius and that the relative abundance of stellar-mass black holes and stars in the nuclear star cluster is 10−3, the rate of the former is ≈(1 − 10)% of the latter (Linial, I., priv. comm.). This implies that the 1σ interquantile range of the lower limit to the rate of EMRIs detectable by LISA is in the range ≈(30 − 8500) (τlife/10 yr)−1 yr−1. We show this lower limit prediction in orange in Fig. 4. Both estimates of stellar and black hole EMRIs disfavor the pessimistic population models (Babak et al. 2017), shown as a gray hatched area in Fig. 4. In particular, the QPE rate lower limit would be quite stringent if QPEs are the electromagnetic counterparts of black hole EMRIs.
	[image: thumbnail]	Fig. 4. Event rates of BH-EMRIs within z = 1. Predicted theoretical EMRI rates (hatched gray area) from Babak et al. (2017) are compared to those inferred from the QPE formation rate, which have to be interpreted as lower limits as not all EMRIs, even if QPEs are such, are expected to emit eruptions. In the case that QPEs are BH-EMRI, a direct comparison can be made (green 1σ interquantile range); instead, if QPEs are stellar-EMRIs the constraint for BH-EMRIs (orange 1σ interquantile range) requires further extrapolations. Nonetheless, and particularly in the former case, pessimistic EMRI population models would be disfavored, with huge implications for LISA detections.



4.2. Predictions for future-generation X-ray observatories
As a by-product of the inferred volumetric rates, we can provide predictions for future-generation X-ray telescopes for the first time. So far, known QPEs have flared in the soft X-ray band only4 (with most signal below 2 keV) and, as we have found in this work, their abundance rates are relatively low. Therefore, a soft X-ray telescope with a large effective area and a large field of view is desirable to systematically discover QPEs. In practice, as we have shown with our eROSITA search (Sect. 2), in order to significantly resolve an eruption and recognize it as such within the data stream of a given telescope, the peak flux has to be somewhat brighter than the instrument’s sensitivity. For simplicity, we adopt this eruption-detection threshold as three times the nominal sensitivity of a given instrument and assume a volumetric rate of ∼0.6 × 10−6 Mpc−3 at Lx, peak ∼ 1042 erg s−1.
For instance, the wide-field X-ray telescope (WXT) on the upcoming Einstein Probe (EP) mission (Yuan et al. 2022) boasts a wide instantaneous field of view, although its sensitivity is only tens of times shallower than the brightest QPE peak observed so far. Therefore, simulations of stacked images are required to make further predictions. Instead, we find that the Wide Field Imager (Meidinger et al. 2020) on board Athena (Nandra et al. 2013) may detect ≈2 QPE sources per 15 deg2 survey. Whether these sources are immediately discovered as QPE emitters or not depends on the exposure of the survey (texp) compared to the QPE duty cycle or recurrence time (trecur), such as a factor η = texp/trecur. With a typical recurrence time of ≈10 h = 36 ks, either a single moderately deep 10 ks 15 deg2 survey or a wider (100 deg2) and shallower (1.5 ks) survey would discover of order unity QPE sources. Here, we adopted a WFI sensitivity of (three times) ∼10−15 erg s−1 cm−2 in 1 ks from Piro et al. (2022).
Finally, we note that for an efficient QPE discovery machine, repeating the same survey in the same area for a few times is desirable, as it would compensate the factor η after a number Ns ∼ 1/η of surveys. However, performing more than Ns would not be effective as eruptions from the same QPE source would be detected, rather than new QPE sources. Thus, an ideal QPE discovery machine would move to a different sky area after Ns ∼ 1/η surveys and complete as much of the entire sky as possible.


1 However, it is worth noting that alternative models exist (e.g. accretion disk instabilities, partial tidal disruptions; see A24).


2 Since a proper motion significance of 5σ is strict, several alerts can be easily identified as Galactic upon visualizing their optical images (e.g., The DESI Legacy Surveys (https://www.legacysurvey.org/); Aladin Sky Atlas, Baumann et al. 2022) and archival photometric data (e.g. via VizieR; Ochsenbein et al. 2000).


3 https://heasarc.gsfc.nasa.gov/cgi-bin/Tools/w3pimms/w3pimms.pl.


4 The disk-collision framework predicts the possible existence of UV QPEs (Linial & Metzger 2024). If this were to be the case, future UV missions like ULTRASAT (Sagiv et al. 2014) or UVEX (Kulkarni et al. 2021) may also discover QPE sources.
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Appendix A:  Simulating light curves of an empiric population of QPE sources
As discussed in Section 3.3, the accuracy of the intrinsic rates provided in this work relies on the assumption that the known QPE sources discovered by eROSITA so far (A21,A24) are fairly representative of the intrinsic observable QPE population. In particular, the assumption is that the eROSITA detection efficiency probed by the known QPEs is not skewed toward larger values compared to that of the intrinsic population. Here we verified that this assumption is indeed reasonable, by simulating QPE light curves and measuring their detection efficiency. The efficiency of any survey depends on the peak luminosity, and that of eROSITA (given its sampling; Merloni et al. 2024), depends on the duration and recurrence of eruptions as well. In this work, we chose to simulate an empirical QPE population based on the data currently available. In particular, fitting data from A24 we obtained a lack of correlation between average peak luminosity and average recurrence time. The fitted log-linear relation (top panel of Fig. A.1) shows a slope consistent with zero (0.3 ± 0.7). Hence, at least for luminosity and recurrence we adopt an agnostic 2D grid with no correlation between the two quantities. However, we took advantage from the fact that there seem to be a relation between the average recurrence and duration across QPE sources (see the bottom panel of Fig. A.1 and A24). We fitted a linear relation between the logarithm of average recurrence and duration, using the values reported in A24. We obtain a normalization of [image: equation], a slope of [image: equation], and intrinsic scatter [image: equation] (see the bottom panel of Fig. A.1). Hence, we generated the QPE population drawing from a grid in peak luminosity ([image: equation]) and average recurrence (⟨trecur⟩), the former in the range 41 − 44 log(erg s−1) and the latter in the range 1 − 30 h. These values bracket those of known QPE sources. A scatter of 10% is assumed on both quantities, which is a representative value based on all the secure QPE sources (M19,G20,A21,A24). This scatter is not only observed in the sources discovered by eROSITA, and thus it is not a bias due to eROSITA’s cadence. Then, for each value of ⟨trecur⟩, we extracted a value for the average QPE duration (⟨tdur⟩) from the relation in the bottom panel of Fig. A.1, within its 1σ uncertainties.
	[image: thumbnail]	Fig. A.1. Relation between average recurrence time (trecur) and average peak X-ray luminosity (top panel) or average eruption duration (tdur, bottom panel) in QPE sources. The data is from Fig. 13 in A24. In the top panel the slope is consistent with zero (red dotted line), and thus with quantities being uncorrelated given the available data. In the bottom panel the slope is consistent with being linear in the log-log plane.



We built 100 light curves for each grid value of [image: equation] and ⟨trecur⟩ (and the inferred ⟨tdur⟩) and for two redshift bins (z = 0.02 and 0.05, representative of the values spanned by known eROSITA QPEs, Fig. 2). From [image: equation] we obtained an average peak count rate using WebPIMMS, which we converted to a quiescent state assuming an amplitude of 100. Since the sensitivity within the single visit is typically much shallower than this value, the assumed amplitude is generally unimportant as the faint state will be eROSITA’s background. In addition to this quiescence, we generated Gaussian eruptions by drawing [image: equation] and ⟨trecur⟩ within their 10% scatter, with FWHM converted from one third of the rise-to-decay duration inferred from the bottom panel of Fig. A.1. An example of generated light curve is shown in Fig. A.2, for [image: equation] and ⟨trecur⟩∼10 h within their 10% scatter, and ⟨tdur⟩∼1 h (from Fig. A.1).
	[image: thumbnail]	Fig. A.2. Example of simulated light curve, drawn from [image: equation] and ⟨trecur⟩∼10 h within their 10% scatter, and ⟨tdur⟩∼1 h (from the relation in the bottom panel of Fig. A.1). An example of a successful (green points) and an unsuccessful (red) mock eROSITA scan is shown. The red line shows the eRASS sensitivity for bright states, the gray shows the threshold for faint states used in the simulations.



Each light curve has an associated efficiency value ξ, which can be seen as the probability that a given light curve will be seen by eROSITA, given its sampling, as QPE-like. This probability is computed as the fraction of successful scans out of the total possible, which are performed shifting a mock eRASS sampling through the light curve for enough times to cover a full QPE cycle. A scan is considered successful if at least two visits are found to be in a bright state, with at least a faint state in between, and combinations thereof (e.g., green points in Fig. A.2). A scan is otherwise considered unsuccessful (e.g., red points in Fig. A.2). A visit is considered in a high state if its count rate is higher than the sensitivity value of ∼0.42 c/s adopted in Sect. 2; a visit is considered in a low state if the count rate is lower than a tenth of this value. For the brightest luminosity bins in the simulation, the quiescent state might be brighter than both of these values, so we adopted a low state value as 1/50 of the peak and a high state value as ten times the low value. This is in qualitative analogy with the real QPE search presented in Sect. 2. We note that the choice of these threshold numbers have some impact on the single efficiency draw, but very little impact on the distribution after the 100 draws. Regarding the length of the mock eRASS baseline, we define a mock eRASS sampling as 18 data points, each with an exposure of exactly 40 s and separated by 4 h (in comparison with the real analysis in Sect. 2). The latter is the typical revolution time of the field of view around the ecliptic plane before coming back to the same point in the sky (Merloni et al. 2024). Instead, the number of visits simulated corresponds to two eRASS (i.e. nine per eRASS) and it is based on the typical length of the baseline for the four eROSITA QPEs (A21,A24). This preference for ∼10−eROday baselines is likely due to a sweet spot between having a large enough area on the sky and a long enough baseline. Longer baselines than these are obtained at the ecliptic poles where, however, the area is small (Merloni et al. 2024; Bogensberger et al. 2024). Since we correct for the efficiency given by the sampling, we do not expect that assuming this cadence imprints any significant bias on our calculations. Future work will be done in simulating a QPE population on the full sky and running mock source detection and light curve generation depending on the sky location, but it is beyond the scope of this work.
After this procedure each light curve has an associated ξ, and each bin in the simulations has 100 light curves generated, thus 100 ξ values. We show the outcome of these simulations in the two panels of Fig. A.3, one per redshift bin adopted (z = 0.02 and 0.05). The average ξ per bin is mapped in a 2D grid of luminosity and recurrence. The first takeaway is that in each redshift bin ξ is fairly homogeneous above the sensitivity and that this sensitivity does not significantly depend on the timing properties (⟨trecur⟩, ⟨tdur⟩). There are some obvious exceptions, corresponding to periods resonating with the 4 h cadence in the eRASS sampling. Further insights on the fact that eROSITA discoveries are likely not severely biased come from a comparison with their individual efficiencies (shown in Fig. 1) and the simulated ones. We plot the known eROSITA QPEs as squares in Fig. A.3, color-coded in the same way. Their location is not in the regions were the efficiency is the highest, showing that the eROSITA discoveries have not selected the easiest QPEs to be found. An obvious exception is eRO-QPE3 which appears as an outlier in the top panel, surrounded by a region with ξ ∼ 0. This is probably due to the fact that eRO-QPE3 showed time-varying amplitude over the eRASS surveys (A24), so our simplistic simulations have not grasped that sources can move across the grid. We also note that the average recurrence is only estimated crudely for eRO-QPE3 (A24). Figure A.4 shows the 2D maps collapsed on the luminosity axis, for both redshift bins. It shows, even more quantitatively, that the QPEs discovered by eROSITA (shown as black points) are representative of the efficiency values within their luminosity bins. We conclude the known QPEs are, given our current knowledge on QPEs, a fair draw of their intrinsic population. Hence, this justifies their use to infer the volumetric rates presented in this work.
	[image: thumbnail]	Fig. A.3. Maps of the simulated eROSITA detection efficiency ξ for QPE sources in a 2D grid of average peak luminosity ([image: equation]) and average recurrence time (⟨trecur⟩), for the case of z = 0.02 (top) and z = 0.05 (bottom). Squares with a red contour highlight the known QPE sources in the respective redshift bins. Apart from the grid points around the periods resonating with eROSITA’s 4 h cadence, ξ is fairly homogeneous above the cut provided by the sensitivity of each redshift bin.



	[image: thumbnail]	Fig. A.4. Simulated detection efficiency ξ as a function of peak luminosity [image: equation] in the redshift bin z = 0.02 (blue) and z = 0.05 (orange). The plot is a version of Fig. A.3 collapsed on the y-axis. The black points indicate the known eROSITA QPEs (A21,A24). They are representative of the ξ values of the simulated population at their respective luminosity.
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	[image: thumbnail]	Fig. 1. Histograms of the distribution of detection efficiency (ξ) of the QPE sources discovered by eROSITA. The sensitivity threshold required to significantly detect an eruption is drawn 10 000 times from a Gaussian distribution. Each iteration of ξi is then computed by downsampling the observed QPEs light curves through the real eRASS cadence and it represents the probability that our QPE search algorithm would trigger on the light curve of that given source.
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	[image: thumbnail]	Fig. 2. QPEs volumetric rates. Top: Distribution of the four eROSITA QPEs (A21; A24) in the luminosity-redshift plane. Bottom: X-ray luminosity function of eROSITA QPEs (green), expressed both in Mpc−3 and per galaxy, as a function of the average peak 0.5 − 2.0 keV luminosity. The three bins adopted in [image: equation] are 41.7 − 42.3, 42.3 − 42.8 and 42.8 − 43.3, respectively containing two, one and one QPE. The green line and related contours represent the median and 16th–84th percentiles of the fit power-law model, with a slope ≈ − 2. The two gray points represent the rates from eRO-QPE1 and eRO-QPE2 alone (A21) in two bins of 1 dex, to highlight the small effect of adding new discoveries.
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	[image: thumbnail]	Fig. 3. QPE formation rate ℛformation as a function of τlife for median and 1σ range (green line and contour, respectively). It is computed above [image: equation] for direct comparison with the X-ray TDE formation rate from Sazonov et al. (2021), shown in dark red. TDE rates from optical (Yao et al. 2023) and infrared (Masterson et al. 2024) searches are also shown (see legend). Within the QPE = TDE + EMRI scenario (e.g., Franchini et al. 2023; Linial & Metzger 2023), on the order of ≈0.01 (τlife/10 y)−1 galaxies with TDEs could show signatures of QPEs later on.
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	[image: thumbnail]	Fig. 4. Event rates of BH-EMRIs within z = 1. Predicted theoretical EMRI rates (hatched gray area) from Babak et al. (2017) are compared to those inferred from the QPE formation rate, which have to be interpreted as lower limits as not all EMRIs, even if QPEs are such, are expected to emit eruptions. In the case that QPEs are BH-EMRI, a direct comparison can be made (green 1σ interquantile range); instead, if QPEs are stellar-EMRIs the constraint for BH-EMRIs (orange 1σ interquantile range) requires further extrapolations. Nonetheless, and particularly in the former case, pessimistic EMRI population models would be disfavored, with huge implications for LISA detections.
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	[image: thumbnail]	Fig. A.1. Relation between average recurrence time (trecur) and average peak X-ray luminosity (top panel) or average eruption duration (tdur, bottom panel) in QPE sources. The data is from Fig. 13 in A24. In the top panel the slope is consistent with zero (red dotted line), and thus with quantities being uncorrelated given the available data. In the bottom panel the slope is consistent with being linear in the log-log plane.
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	[image: thumbnail]	Fig. A.2. Example of simulated light curve, drawn from [image: equation] and ⟨trecur⟩∼10 h within their 10% scatter, and ⟨tdur⟩∼1 h (from the relation in the bottom panel of Fig. A.1). An example of a successful (green points) and an unsuccessful (red) mock eROSITA scan is shown. The red line shows the eRASS sensitivity for bright states, the gray shows the threshold for faint states used in the simulations.
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	[image: thumbnail]	Fig. A.3. Maps of the simulated eROSITA detection efficiency ξ for QPE sources in a 2D grid of average peak luminosity ([image: equation]) and average recurrence time (⟨trecur⟩), for the case of z = 0.02 (top) and z = 0.05 (bottom). Squares with a red contour highlight the known QPE sources in the respective redshift bins. Apart from the grid points around the periods resonating with eROSITA’s 4 h cadence, ξ is fairly homogeneous above the cut provided by the sensitivity of each redshift bin.
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	[image: thumbnail]	Fig. A.4. Simulated detection efficiency ξ as a function of peak luminosity [image: equation] in the redshift bin z = 0.02 (blue) and z = 0.05 (orange). The plot is a version of Fig. A.3 collapsed on the y-axis. The black points indicate the known eROSITA QPEs (A21,A24). They are representative of the ξ values of the simulated population at their respective luminosity.
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