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Abstract

The ages and masses of red giants are key to our understanding of the structure and evolution of the Milky Way. Traditional isochrone methods for these estimations are inherently limited due to overlapping isochrones in the Hertzsprung-Russell diagram, while astero-seismology, albeit more precise, requires high-precision, long-term observations. In response to these challenges, we developed a novel framework, spectral transformer (SPT), to predict the ages and masses of red giants aligned with asteroseismology from their spectra. The main component of SPT is the multi-head Hadamard self-attention mechanism, which is designed specifically for spectra and can capture complex relationships across different wavelengths. Furthermore, we introduced a Mahalanobis distance-based loss function, to address scale imbalance and interaction mode loss, and we incorporated a Monte Carlo dropout for a quantitative analysis of the prediction uncertainty. Trained and tested on 3880 red giant spectra from LAMOST, the SPT has achieved remarkable age and mass estimations, with average percentage errors of 17.64 and 6.61%, respectively. It has also provided uncertainties for each corresponding prediction. These results significantly outperform traditional machine learning algorithms, demonstrating a high level of consistency with asteroseismology methods and isochrone-fitting techniques. In the future, our work will leverage datasets from the Chinese Space Station Telescope and Large Synoptic Survey Telescope to enhance the precision of the model and broaden its applicability in the fields of astronomy and astrophysics.

Key words: asteroseismology / methods: data analysis / methods: statistical / techniques: spectroscopic / stars: fundamental parameters


★ These authors contributed equally to this work.



1 Introduction
The precise determination of ages and masses for a large sample of stars is essential to gaining a comprehensive understanding of stellar populations and the assembly history of the Galaxy. Red giants, given their unique theoretical properties, are potent instruments for analyzing galactic structures. Their high luminosity, coupled with broad spectrum in age, mass, chemical composition, and evolutionary state data, serve to enhance their detectability across significant distances (Salaris & Girardi 2005; Miglio et al. 2012; Vrard et al. 2022). This detectability persists even in regions with high extinction, such as the Galactic bulge. Thus, red giants emerge as indispensable tools for studying the structure and components of the Milky Way.
The isochrone fitting technique, widely employed to infer the age and mass of stars, compares a star’s position on the Hertzsprung-Russell diagram (HRD) against theoretical isochrones. These isochrones are derived from stellar evolution models (Bergemann et al. 2014; Sanders & Das 2018; Squicciarini & Bonavita 2022; Higgins & Vink 2023). However, the overlap of these isochrones on the HRD complicates the determination of the optimal isochrone for a specific red giant (e.g., Xiang et al. 2017). In addition, both stellar evolution models and isochrones contain certain assumptions and uncertainties that can affect the estimation of age and mass. For instance, stellar evolution models often operate under the assumption that stars are isolated, without mass loss or exchange. However, these processes can and do occur (Soderblom 2010; Montalbán et al. 2021). Furthermore, the models often assume knowledge of the initial composition of the star, which is typically unknown (Pietrinferni et al. 2021). In summary, considering these limitations, relying solely on the isochrone method for the age and mass of red giants estimations seems imprudent.
In contrast, asteroseismology offers a powerful tool to probe the internal structure and evolution of stars by analyzing their oscillation modes. Unlike other methods that rely on external properties such as luminosity or color index, asteroseismic ages are derived from the physical state inside a star, thereby reducing certain systematic errors and uncertainties. Using asteroseismol-ogy to infer the age and mass of red giants has been proven to be an effective method (Silva Aguirre et al. 2018; Wu et al. 2018, 2023; Pinsonneault et al. 2018; Sun et al. 2020; Miglio et al. 2021). However, this method also faces some limitations, such as the need for high-precision and long-term photometric observations, which are difficult to obtain for distant or faint red giants. Moreover, a deep understanding of red giant oscillation theory is essential for the accurate interpretation of observed frequencies and amplitudes.
Recently, significant advances in the estimation of red giant star ages and masses have been achieved by integrating asteroseismic parameters from the Kepler mission (Borucki et al. 2010) with spectroscopic parameters from both the APOGEE (Majewski et al. 2010, 2017; Jönsson et al. 2020) and LAMOST surveys (Deng et al. 2012; Zhao et al. 2012; Luo et al. 2015; Zhang et al. 2020). Previous efforts included various methods. Martig et al. (2016) employed a linear regression model to estimate the ages and masses of 1475 red giants from the APOGEE-Kepler Asteroseismology Science Consortium (APOKASC) catalog (Pinsonneault et al. 2014), achieving relative errors of 40 and 14%, respectively. Ness et al. (2016) inferred the parameters for 1639 red giants by fitting polynomials to each pixel of the stellar spectra with APOGEE, achieving a mass precision of about 0.07 dex and age precision of roughly 0.2 dex (40%); Wu et al. (2018) trained a machine learning method based on kernel principal component analysis to analyze LAMOST spectral data, and estimated the ages and masses of red giant branch (RGB) stars with typical uncertainties of a few percent for mass and approximately 24% for age. Das & Sanders (2019) applied a Bayesian artificial neural network to generate red giant estimates from combined astrometric, photometric, and spectroscopic data, with fractional uncertainties less than 10% for mass and between 10 and 25% for age. Huang et al. (2020) adapted the technique of Wu et al. (2018, 2019) to estimate the masses and ages of Red Clump stars (RCs), utilizing a dataset from LAMOST-Kepler common stars. They reported typical uncertainties of 15% for mass and 30% for age. Wang et al. (2023) estimated for both Red Giant Branch (RGB) stars and RCs using a neural network approach with the same LAMOST-Kepler dataset. Their results show uncertainties of 10% in mass and 30% in age for RGBs, and 9% in mass and 24% in age for RCs. Leung et al. (2023) demonstrated the application of a variational autoencoder-decoder in APOGEE and Kepler observations. Their method aims to reduce the dimensionality of APOGEE spectra and eliminate abundance information, improving the estimation of spectral ages (by approximately 22% overall).
Despite these successes, current methods are greatly influenced by uncertainties and heavily rely on precise spectroscopic parameters including surface gravity, log g, effective temperature, Teff, metallicity, [Fe/H], and the abundances of carbon and nitrogen. These dependencies might lead to the propagation of systematic error. Beyond the inclusion of the aforementioned parameters, the spectral data inherently contains a wealth of additional information. This richness mitigates the potential for inductive biases that might arise from the explicit extraction of these spectral parameters. Therefore, we have sought a novel method that would allow us to directly learn the relationship between stellar spectra and age or mass without any prior knowledge of the fundamental physics or stellar parameters. This innovative approach not only seeks to enhance the precision of red giant age and mass estimations, but also offers observational constraints on theoretical models of stellar evolution.
Deep learning techniques, with their robust representation learning capabilities, have transformed various fields, including astronomy (e.g., Yang et al. 2022, 2023). The transformer model, introduced by Vaswani et al. (2017), stands out with notable success, especially in natural language processing (NLP) and computer vision (CV). These successes are largely attributed to its self-attention mechanism, which enables the model to capture dependencies between different parts of a sequence flexibly, irrespective of their positions. This ability makes it a powerful tool for capturing complex semantic relationships. Consequently, there have been advancements in NLP tasks such as machine translation (Vaswani et al. 2017), question-answering systems (Devlin et al. 2019), text generation (Radford et al. 2018, 2019; Brown et al. 2020), and others, such as GPT-4 (OpenAI 2023). Additionally, the applications of the transformer have been extended to CV, with such models as the Vision Transformer (ViT) for image classification (Dosovitskiy et al. 2021) and other explorations in object detection and image segmentation (Reddy et al. 2021; Khan et al. 2022).
While the successes of deep learning and transformer models providing potent tools for handling complex and structured data, efforts to fully integrate these advanced techniques with the intricate characteristics and dependencies of spectra remain relatively limited. To address this challenge, we introduced a novel spectral transformer model (SPT) designed to extract features from the spectra of red giants more effectively. Specifically, we implemented our SPT model on a dataset of 3880 red giant spectra from LAMOST DR9. The age and mass labels for this dataset come from APOKASC-2 (Pinsonneault et al. 2018). Our SPT achieves a state-of-the-art performance, with relative errors of 17.64% in terms of age predictions and 6.61% in mass predictions.
This paper is organized as follows. Section 2 describes the components of the SPT. Section 3 introduces the selection and processing of the data samples. The results for age and mass estimation are presented in Sect. 4. Section 5 offers disussion of the comparative experiments approached from different perspectives. Finally, the conclusions are presented in Sect. 6.
2 Methods
2.1 Spectral transformer (SPT)
Our primary goal is to develop an algorithm that captures the intrinsic features of spectra to estimate the age and mass of red giants. The complex and high-dimensional nature of spectra presents a challenge for deep learning methods such as convo-lutional neural networks (CNNs) and recurrent neural networks (RNNs). Traditional CNNs primarily utilize local convolutional kernels for feature extraction, thereby emphasizing local spectral patterns. However, key spectral information might be global or span multiple bands, which could limit CNNs in capturing longdistance dependencies. Recurrent neural networks, while adept at processing sequential data, face the problems of vanishing and exploding gradients, especially with long sequences. Moreover, the iterative computation intrinsic to RNNs tend to be less computationally efficient compared to alternative architectures.
In contrast to CNNs and RNNs, the self-attention mechanism is capable of directly attending to any part of the input sequence, thereby effortlessly capturing long-distance dependencies. For spectra, this implies that the self-attention mechanism can identify correlations and patterns across the entire spectral range without distance constraints. This capability makes the self-attention mechanism particularly suitable for processing high-dimensional and continuous spectra.
To fully exploit the advantages of the self-attention mechanism, we have designed the multi-head Hadamard self-attention (multi-head HSA) operator, aiming to process red giant spectra more effectively. The multi-head HSA, given it is the core component of our model, combines the global attention power of self-attention and the multi-perspective observation capability of multi-head attention, enabling a more comprehensive capture of information in spectra. A detailed description of the multi-head HSA is provided in Sect. 2.2.
Our SPT model follows the workflow illustrated in Fig. 1. Initially, red giant spectra collected from the LAMOST telescope and the age and mass obtained through asteroseismic methods serve as the basis for training our model. To address the computational and model training challenges posed by the high-dimensionality of red giant spectra, we employed a principal component analysis (PCA) to transform the original spectra from its high-dimensional space to a subspace of 143 dimensions, denoted as n. This step not only substantially reduces computational complexity, but also ensures that the principal features of the spectral data are retained during the dimensionality reduction process. The dimensionally reduced spectra are then fed into a linear projection layer to generate the embedded input for the SPT backbone. These backbone comprises multiple SPT blocks, each consisting of a BatchNorm layer, a multi-head HSA layer, another BatchNorm layer, and a multilayer perceptron (MLP) layer. Importantly, the SPT backbone introduces residual connections. The output of the SPT backbone is directly processed by a MLP for processing, which is then converted into the final output for the age and mass of the red giants. It should be noted that the output dimensions of all sub-blocks and the embedding layer within the model are set at dmodel. Based on experimental results, we configured the SPT backbone with L = 6, signifying a stack of six SPT blocks.
	[image: thumbnail]	Fig. 1 Entire framework overview. The data acquisition section (left panel) describes the sources of data for the model. This primarily comprises red giant spectra collected by the LAMOST telescope and the corresponding ages and masses obtained through asteroseismology methods (primarily determined by the mean large frequency, Δv, and the frequency of maximum power, νmax). These data serve as the foundation for training and testing within the learning framework (right panel). The spectra are input into the model after dimensionality reduction via PCA method, while the ages and masses serve as the labels for the model. The input undergoes a transformation through a linear projection layer to generate the embedded input. Subsequently, the SPT backbone is responsible for feature extraction, comprising L SPT blocks (outlined by dashed lines). Each SPT block consists of two batch normalization (BatchNorm) layers, a multi-head HSA layer, a feedforward network (FFN), with two linear layers separated by a GeLU activation, and ⊕ (a residual connection). The high-level semantic features extracted from the SPT backbone are then fed into the MLP head layer, a fully connected multi-layer neural network. The output is the final result of the model, generated by the MLP head. During the forward propagation process, the model computes the predicted values and loss, whereas during the backward propagation process, it calculates gradients and updates parameters to optimize predictive performance.



2.2 Multi-head Hadamard self-attention (multi-head HSA)
To improve the representational capacity of our model for red giant spectra, we introduce a novel attention mechanism called multi-head HSA. First, we describe our improvements to the self-attention mechanism, as shown in the left panel of Fig. 2. The fundamental idea of self-attention is to determine the importance distribution of the input by computing its internal relations, namely, capturing its internal structure by assigning variable weights to each element in the feature vectors extracted from the input. Considering the continuous and high-dimensional nature of red giant spectra, we propose a specific self-attention strategy. In our design, the inputs consist of queries, Q, keys, K, and values, V, all of which are derived through linear projection of the embedding which is obtained from the previous layer, represented by [image: equation]. These components share a common dimension of d*, with corresponding parameters of [image: equation], and [image: equation]. The output is derived by weighting the values in V, with weights determined by the similar attention patterns between Q and K. The specific computational process begins by normalizing Q and K using the softmax function, followed by calculating their Hadamard product, and then scaling it by d*. This is followed by an attention enhancement through the enhanced_softmax, and the computation of the Hadamard product with the value V, with a final scaling adjustment to complete the process, the computation is provided as follows:
[image: equation](1)
Our enhanced self-attention mechanism is characterized by the following components.
Incorporation of the Hadamard product. traditional attention mechanisms employ dot products to compute the similarity between Q and K. However, in our model, we first apply the soft-max function to Q and K, and then use their Hadamard product as a replacement for the dot product. This approach not only reduces the original computational complexity to linear time, but, in contrast to traditional patch-based methods, it offers a more comprehensive consideration of the feature relationships between individual positions within the sequence data.
Scale adjustment. When calculating the weights, we chose to multiply by d* rather than the traditional method of dividing by [image: equation]. As the dimensions of both Q and K are d*, this approach adjusts the scale of attention weights back to its original level, enhancing model stability.
Attention augmentation. We designed an enhanced_ softmax function which can further enhance the attention toward continuous spectra. In traditional methods using the softmax function, the processed query and key values typically lie between 0 and 1, especially with regularization tricks. Even though the exponential computation within the softmax function exhibits a “winner-takes-all” characteristic, prioritizing higher values and minimizing lower ones, this prioritization becomes less distinct within the 0–1 range. Consequently, there is a risk of an overly uniform attention distribution, preventing the model from emphasizing crucial features effectively. To address these challenges and delineate spectral characteristics more precisely, we introduced an enhanced_softmax function, defined as:
[image: equation](2)
More comprehensive discussion and theoretical proof can be found in Appendix A. The enhanced_softmax function consistently demonstrates superior attention efficiency over the traditional softmax function across the entire range (0, ∞). Importantly, it remains unaffected by attention dispersion in the [0,1] interval. This refined enhanced_softmax function better reveals the competitive interplay among features, thus significantly improving the attention distribution of our model when processing spectral data.
Even though we have improved the self-attention mechanism, a single-head attention mechanism might not fully capture all the patterns and complexities presented in the data. To further enhance model performance, we introduced the multi-head HSA. The advantage of this method is that it can perform the HSA function in multiple representational subspaces in parallel, enabling the model to simultaneously capturing and focus on information in different representational spaces.
As shown in the right panel of Fig. 2, the multi-head method employs various self-attention operators, specifically the HSA function, as individual “heads” to parallelly extract different features of the spectral data. The operation of each “head” can be represented by Eq. (1) and the formulaic representation for the complete multi-head processing is given by:
[image: equation](3)
where [image: equation] represents the output parameter matrices. The output values of all heads are concatenated and then subjected to a linear projection to obtain the final output. In our implementation, we use h = 8 parallel attention heads, with the dimensions of each head reduced to d* = dmodel /h = 64.
In summary, our proposed multi-head HSA operator, which combines the Hadamard product and multi-head attention, can more effectively process the information in red giant spectra, thereby enhancing the representational power of our model.
	[image: thumbnail]	Fig. 2 Multi-head HSA mechanism. Left panel: HSA mechanism, corresponding to the blue box in the right panel (multi-head HSA). In this mechanism, Q, K, and V, represent the query, key, and value, respectively, and were obtained by applying different linear projections to the input, and their dimensions are all d* = 64 in this paper. Softmax is a mathematical function that converts a vector of numbers into a vector of probabilities. ⊙ represents the Hadamard Product. Scale is used to scale the calculated attention scores. Enhanced softmax is an improved version of the softmax function proposed by us. In the right panel, the linear layer represents a linear projection, X represents the input, and different Qi, Ki, Vi are obtained through the linear layer, where i indicates the index of the “head”. The “Concat” operation concatenates features from different heads and then the final result is output through the linear layer.



2.3 Mahalanobis distance loss function
In this work, we introduce an integrated framework that directly estimates both the age and mass of red giants from their spectra, rather than constructing two separate models for training and inference. This unified approach not only improves the efficiency of both training and inference but also enhances the robustness and generalization capability of the model by extracting parameter-free features specific to red giants.
However, the loss function of the model, which combines the losses from both age and mass, inevitably introduces some bottlenecks. The first bottleneck arises from the different scales of age and mass data datasets, which might lead to numerical dependencies, compromising the balanced performance of the model across these parameters. To address this, we have considered normalization techniques.
Traditional normalization methods for age and mass parameters effectively address scale differences, but they introduce a new bottleneck: the loss of interaction patterns, such as relative trends between data pairs. This issue is clearly shown in Fig. 3. The left panel of Fig. 3 presents the original data distribution. Here, both “Prediction 1” (green triangle) and “Prediction 2” (blue triangle) have the same Euclidean distances from the “True label” (red triangle). However, this distance does not truly represent the underlying data trends and relationships. For example, while “Prediction 1” is within the distribution range of the “True label”, “Prediction 2” is an outlier. This suggests that the model generating “Prediction 2” does not capture the main data trend and misses the basic relationship between mass and age. Therefore, it should be penalized higher. However, when normalizing the parameters separately, the middle panel of Fig. 3 shows no added penalty for “Prediction 2”, making its distance to the “True label” similar to that of “Prediction 1”. This indicates that typical normalization methods do not apply the necessary penalties.
To overcome these bottlenecks, we introduce a loss function using the Mahalanobis distance. Unlike standard normalization methods, the Mahalanobis distance autonomously adjusts the principal components, tackling the problem of scale differences. Crucially, it maintains data relationships, preventing the loss of key interaction patterns. This benefit is evident in the right panel of Fig. 3, where the Mahalanobis distance effectively detects and penalizes outliers, represented by the blue data points.
In particular, our loss function, denoted as [image: equation], is defined as:
[image: equation](4)
where yi represents the true value in the training set and [image: equation] is the prediction from the SPT model. The term Σ is the covariance matrix. By incorporating this covariance, our loss function considers the relationships between multi-objective labels in a transformed space, allowing for a more meticulous training process.
	[image: thumbnail]	Fig. 3 Preference for loss function. To illustrate the effectiveness of different loss functions, we randomly selected a true label (“True label”) from the dataset and produced two predictions (“Prediction 1” and “Prediction 2”), represented by red, green, and blue triangles, respectively. The gray dots represent the distribution of data samples. The dashed circle is drawn with a radius equal to the Euclidean distance between the “True Label” and “Prediction 1”. Left panel: original data distribution. Middle panel: data distribution after z-score normalization is applied separately to age and mass. Right panel: data distribution post-normalization using the Mahalanobis distance.



2.4 Monte Carlo dropout
Monte Carlo dropout (MC dropout), as presented by Gal & Ghahramani (2016), is a commonly used method to measure the uncertainty in deep learning models. In our research, we have added MC dropout to our SPT model to asses the confidence level of its predictions and identify regions where it might not perform well.
The core idea of MC dropout is to preserve the stochastic behavior of dropout layers, even during the prediction phase of deep neural networks. This is achieved by sampling the predictive distribution of the dropout model using Monte Carlo methods, followed by leveraging the sampled weights and moment-matching to estimate the predictive mean and uncertainty of the model.
The mean of the predictive distribution is estimated using the first raw moment, as given by:
[image: equation](5)
where, [image: equation] represents the output of the model for given input x* and weights [image: equation], and q(y*|x*) indicates the distribution of y*. Also, T indicates the number of forward inferences, with each inference employing a set of instances drawn from the Bernoulli distribution of the weights.
The estimation of predictive variance is more complex, involving three main components: the inverse model precision term, the second raw moment, and the square of the first raw moment. The specific formula is:
[image: equation](6)
where τ−1 represents the inverse of the model’s precision and is associated with the weight decay, λ, and prior length-scale l, expressed as [image: equation]. Also, ID is an identity matrix. The inverse model precision term introduces inherent uncertainty within the model, ensuring that the estimated variance does not vanish even when the sample variance approaches zero. Equation (6) signifies the model’s uncertainty in predictions for a particular input, offering an assessment of the confidence of these predictions.
Through the process described above, MC dropout not only enables precise predictions of the age and mass of red giants but also quantifies the associated uncertainty. This improvement has enhanced the interpretability of the model, helping to understand its behavior across different regions, and potentially identifies areas for investigation and optimization.
2.5 Prediction valuation metrics
In astrophysical research using regression methods, we typically assess a model based on two criteria: the mean absolute error (Δ) and the mean absolute percentage error (ΔP).
The Δ quantifies the average error in the model’s predictions, indicating the absolute difference between the predicted and observed values. The Δp measures the relative error, offering information about the percentage discrepancy between the model’s predictions and the actual values. In formulaic terms, they are given by:
[image: equation](7)
[image: equation](8)
here, n represents the number of samples in the dataset, while [image: equation] and yi are the predicted and true values for the ith sample, respectively. These metrics provide an assessment of the model. A combination of low Δ and ΔP values often indicates strong predictive accuracy of the model.
2.6 Training details
Within the field of deep learning, the selection of optimization algorithms, their hyperparameter configurations, and training tricks affect the performance and results of the model. For optimal efficiency and stability in the SPT, we implemented the following strategies and configurations:
Optimization strategy and parameters. The selection of an appropriate optimization algorithm is important to ensure effective model convergence. In this study, we employed the widely used Adam optimizer. This optimizer amalgamates the strengths of both the Momentum and RMSprop algorithms and offers adaptive learning rate adjustments. Empirically, we set the parameters for the Adam optimizer with ß1 = 0.9, ß2 = 0.999, and e = 1e−8 to assure steady model learning.
Learning rate policy. We also employed a learning rate decay strategy to further enhance model convergence. Specifically, we set the initial learning rate at 1e−4 and it decreased by a factor of 0.8 after every 100 training epochs.
Regularization technique. To address potential overfitting, we applied L2 regularization with a coefficient of 5e−4. This method helps constrain the model weights to converge to smaller values, leading to more consistent and smoother predictions.
Weight initialization strategy. We adopted a truncated normal distribution approach for weight initialization.
Early stopping mechanism. Specifically, if the model does not show significant improvements on the validation set over ten consecutive training epochs, the training is terminated early. In such cases, we use the average of the model weights over the ten epochs as the ultimate model parameters to ensure robustness.
3 Data
3.1 Datasets
Spectroscopy is a powerful tool for investigating the properties of red giants and here we use the spectra from LAMOST DR9 to estimate the ages and masses of red giants. LAMOST is a national facility of China, operated by the National Astronomical Observatories of the Chinese Academy of Sciences. It consists of a reflecting Schmidt telescope with 4000 fibers that is equipped to observe 20 deg2 of the sky simultaneously. As of July 2020, LAMOST has completed its pilot survey, running from October 2011 to June 2012, and the first nine years of its regular survey, which started in September 2012 (Abazajian et al. 2004; Zhang et al. 2013; Cui et al. 2012; Zhao et al. 2012). The survey contains 11 817 430 flux- and wavelength-calibrated, sky-subtracted spectra, of which 11 473 644 are stellar spectra. The spectra cover the wavelength range of 3700–9000 Å with a resolution of 1800 at 5500 Å (Stoughton et al. 2002; Abazajian et al. 2003). The LAMOST dataset provides a rich source of spectroscopic information for various astrophysical applications. The wide spectral coverage, from ultraviolet to infrared wavelengths, allows us to extract multi-wavelength features that help us better understand the nature of red giants.
Pinsonneault et al. (2018) presented an extensive APOKASC-2 catalog featuring 6676 evolved red giants, from which the ages and masses were derived using state-of-the-art asteroseismology techniques. Their pioneering approach involved a novel empirical method that skillfully integrated results from five independent asteroseismic pipelines. Furthermore, they conducted meticulous calibrations of asteroseismic parameters and applied theoretical corrections to the scaling relations of Δv and the zero-point calibration of vmax. As a result of these rigorous efforts, highly precise estimates of age and mass were obtained for this cohort of red giants. In more detail, the correct mass, Mcor, and radius, Rcor, via:
[image: equation](9)
and
[image: equation](10)
These authors primarily aimed to calibrate asteroseismic parameters, [image: equation] and Δvj, for each red giant star (indexed as j). Pinsonneault et al. (2018) derived scale factors for every pipeline (indexed i), denoting them as [image: equation]. This strategy ensures uniform average results across all pipelines within the sample set. Once these scale factors are in place, measurements are adjusted and averaged to determine asteroseismic parameters for each red giant. Importantly, the scale factor for a pipeline represents a weighted average based on the dispersion of absolute measurements, providing stars with larger dispersions with proportionally reduced weights.
Given the impact of systematic errors, the scaling relation for Δv, grounded in theory, has been revised. Moreover, the scaling relation for vmax underwent calibration within the context of open clusters. Consequently, the initial assumption of [image: equation] has been superseded by the derived [image: equation] values.
Upon obtaining precise mass measurements, the age of each red giant star is determined using interpolation based on the BeSPP grid. In summary, this high-quality age and mass data serve as ideal samples for our deep learning network. Subsequently, a cross-match was conducted between the 6,676 red giant stars and the LAMOST DR9 dataset, yielding a total of 5,057 corresponding spectra.
	[image: thumbnail]	Fig. 4 Types of anomalous spectra excluded from this study. The red line shows the trend of flux as a function of wavelength. The shaded regions in each panel show the positions of the anomalies. Top left panel: oscillations. The spectrum shows the repetitive variation of flux about a central value. Top right panel: missing values. These spectra lack values in certain wavelength regions. Bottom left panel: outliers. The spectrum has pronounced peaks or deep troughs. Bottom right panel: negative values. The spectra display negative values at certain wavelengths.



3.2 Data processing
When conducting spectroscopic observations on individual stars, LAMOST measures flux across various wavelengths. To ensure uniformity in our input samples, we applied a linear interpolation to the spectra spanning the wavelength range of 3800 – 9100 Å. This process yielded a spectral dimension of 4096.
Given the anomalous spectra present in the dataset, we initiated a data cleaning procedure. To ensure the model’s generalization capacity within real sample spaces, we avoided a sample selection based on relative age errors. Our aim was to curate high-quality samples by filtering out spectra with irregularities such as oscillations, missing values, outliers, and negative readings, which are presented in the Fig. 4. Furthermore, the distributions of the age and mass , both pre- and post-sample selection, are shown in Fig. 5. The peak positions and distribution widths for both age and mass remain consistent before and after the exclusion of anomalous spectra. This indicates that the central tendency and variability of the dataset were retained during the cleaning process, underscoring the effectiveness of the cleaning procedure and confirming consistent distributions. Finally, a total of 3880 samples were retained for our study.
We adopted the maximum overlap discrete wavelet transform (MODWT) model (Chernick 2001) to reduce spectral noise. It is epecially effective for sequence analysis (Wen et al. 2021), as MODWT not only offers enhanced computational efficiency over the continuous wavelet transform but also provides translation invariance, a feature that is not present in the discrete wavelet transform. The Haar wavelet served as our typical mother wavelet choice.
To minimize data collinearity and to strengthen regression model stability, we applied a PCA for the dimensionality reduction (Storrie-Lombardi et al. 1994; Bu et al. 2014; Liang et al. 2022). We integrated the top 143 principal components (99.9% of cumulative variance) into our model.
Figure 6 distinctly depicts our final sample of 3880 red giant stars, where 59.7% are categorized as RGB (H-shell burning) and 40.3% belong to the RC (He-core burning) classification (Montalbán et al. 2013). For more details about the stars, please refer to Pinsonneault et al. (2018). To evaluate our SPT model, we divided our dataset into training and testing sets in an 8:2 ratio. Figure 7 demonstrates that both are independently and uniformly distributed. This approach ensures a rigorous and fair evaluation of predictive capabilities of SPT.
	[image: thumbnail]	Fig. 5 Pre-and-post data distribution. The solid orange line depicts the original data distribution, while the blue dashed line shows the data distribution after removing outlier spectra. Left panel: changes in the density distribution of age. Right panel: changes in the density distribution of mass.



	[image: thumbnail]	Fig. 6 Distribution of RGB and RC stars in the Teff - log g plane. Red points are RGB stars and black points are RC stars.



4 Results
Utilizing the strategies and configurations detailed in Sect. 2.6, our model not only demonstrates superior performance, but also ensures rapid and consistent convergence. This etablishes a reliable basis for accurate determinations of the ages and masses of red giants. Figure 8 offers a detailed insight into the training process of our model. It shows that the performance of the model has gradually converged on both the training and validation sets, highlighting the stability of the training process and the generalizability of the model.
	[image: thumbnail]	Fig. 7 Partitioning of samples. The scatter plot illustrates the data distribution before and after sample division, with the training set shown as red points and the test set as black points.



	[image: thumbnail]	Fig. 8 Learning curve based on Mahalanobis distance loss function. This graph illustrates the changes in the loss value based on Maha-lanobis distance. The black and red curves represent the variations in loss values on the training and testing sets, respectively.



	[image: thumbnail]	Fig. 9 Regression results for age and mass of red giants. The upper sections of each panel display kernel density plots of predicted values versus true labels, where a yellower color indicates higher density, signifying more concentrated data; the dashed lines represent the identity line, while the black lines indicate isohypse. Also, Δ and ΔP represent the mean absolute error and mean absolute percentage error, respectively. The lower sections show scatter plots and distribution graphs for ΔP (with the red line). The scatter plots demonstrate the error of the predictive model at each data point, with the color-density relationship consistent with the upper panels; the dashed lines denote the average value of ΔP, providing a reference for the overall error level. The distribution graphs illustrate the spread of ΔP across the entire dataset. “Density” is the probability density fitted to the ΔP. Left panel: regression results for ages with an average absolute error Δ of 0.91 dex and ΔP of 17.64%. Right panel: regression results for masses with Δ and ΔP values of 0.08 dex and 6.61%, respectively.



4.1 Age and mass estimation
We employed the SPT to process 3,880 spectra. Compared to previous age estimations based on machine learning methods (Das & Sanders 2019; Leung et al. 2023), our method does not necessitate the pre-extraction of explicit high-precision parameters from the spectra, such as Teff, log g, and [Fe/H]. This allows our approach to be free from dependence on prior spectroscopic data preprocessing. Furthermore, due to the data-driven nature of machine learning, the richer spectral information allows us to mitigate the inductive bias that might arise from characterizing spectra solely based on spectroscopic parameters.
The left panel of Fig. 9 clearly depicts well estimated and robust predictions, indicating Δ of 0.91 dex and ΔP of 17.64%. While 6% of the predictions exceeded 50%, the majority were within acceptable bounds. However, the model encountered difficulties when estimating ages close to the cosmic limit of 13.8 Gyr, likely due to inaccuracies in the asteroseismic parameters.
As shown in the right panel of Fig. 9, we evaluated the estimated masses across our red giant sample, analyzing the distribution of their errors. The majority of stars have mass estimates ranging from 0.9 to 1.4 M⊙, which is well aligned with the true labels. The validation results in Δ of 0.08 dex and ΔP of 6.61%. Although 1.8% of the red giants exhibited notably large errors exceeding 40%, these outliers might be associated with stars in distinct evolutionary phases or affected by unaccounted astronomical processes. Nevertheless, the majority of our mass estimations lie within a satisfactory range.
4.2 Uncertainty analysis
To rigorously assess the prediction’s reliability, we incorporated MC dropout for uncertainty quantification. We illustrate the relationship between its uncertainties and the age and mass estimations of red giants in Fig. 10.
We observed a specific distribution trend: lower uncertainties are manifested in the central region of the prediction range, where the samples are more abundant. In contrast, peripheral areas show increased uncertainties. This pattern suggests that in the central data region, the presence of potentially more conventional training samples provides the SPT with more remarkable stability and higher confidence, effectively capturing primary data trends and patterns. This ensures the reliability of the SPT in most scenarios. Conversely, when predictions approach the boundaries of its training data, the SPT becomes more cautious due to such factors as fewer samples and distinct data characteristics from the center, exhibiting heightened sensitivity against rare or atypical situations. Such discernment indicates that the SPT can adopt a more judicious stance, alerting users to its current predictions when confronted with unfamiliar data, rather than making potentially misleading blind predictions.
5 Validation
5.1 Machine learning algorithms versus SPT
As machine learning has grown, algorithms have been adopted for different tasks. Notably, the estimation of age and mass in red giants remains a challenge. In our study, we compare our method to several machine algorithms including Random Forest (RF; Breiman 2001), XGBoost (Chen & Guestrin 2016), LightGBM (Ke et al. 2017), and CatBoost (Prokhorenkova et al. 2018).
Table 1 presents a performance comparison of thses algorithms. Our SPT model outperforms the others, achieving the lowest errors in both age and mass predictions. Specifically, compared to the second-best method, CatBoost, our algorithm reduces ΔP by nearly 7.5% for age and 1.5% for mass.
	[image: thumbnail]	Fig. 10 Uncertainties for age (left panel) and mass (right panel) predictions. The red solid lines indicate the trend of uncertainties relative to the true labels. The shaded regions correspond to the 95% uncertainty intervals, representing the primary range of uncertainties provided by the model.



Table 1 
Comparison with other machine learning methods.

5.2 Comparison with asteroseismology
Asteroseismology examines the oscillations caused by acoustic waves within stars. These oscillations provide deep insights into the internal structures of stars, revealing their evolutionary stages, ages, and masses. Given the widespread use of aster-oseismic methods to determine stellar age and mass, we aim to compare our SPT with existing asteroseismic methods to evaluate its accuracy and effectiveness.
To this end, we selected two datasets from the works of Miglio et al. (2021) and Li et al. (2022). The former, Miglio et al. (2021), utilized Kepler data to analyze the ages of red giants in the Milky Way. Meanwhile, Li et al. (2022) focused on refining asteroseismic scaling relations, through detailed model adjustments, incorporating complex stellar phenomena such as nuclear reactions, convection, and radiation. Given that these methods are based on distinct assumptions and data processing techniques, benchmarking against them allows for a thorough assessment of the accuracy and generalizability of our model.
Both datasets were preprocessed to fit the SPT model, via spectral linear interpolation, noise reduction, normalization, and dimensionality reduction. Figure 11 illustrates the comparison between the predictions of the SPT model and the datasets from Miglio et al. (2021) and Li et al. (2022). The majority of data clustering near the diagonal line indicates a consistency between the SPT predictions and conventional asteroseismic methods.
Furthermore, Fig. 11 displays scatter plots beneath each subplot, highlighting the differences between the methods.
Combining a statistical analysis with the scatter plot observations, we performed a robust evaluation of the alignment of the SPT method with established asteroseismic approaches. The vertical axis of these plots displays the differences in prediction, represented by gray dots. The mean difference, ’[image: equation]’ (represented by the red dashed line), is used to estimate the bias between the two methods. The variation of [image: equation] is described by the standard deviation of the differences, denoted as Sd. The range [image: equation] outlines the 95% limits of agreement (LoA), highlighted by two gray dashed lines. With most gray points within the LoA and centering around zero, suggests a alignment that the SPT method is in alignment with traditional approaches. Notably, the proximity of the red dashed line to the zero-difference solid black line in the mass estimation graph indicates consistency between the techniques. In conclusion, our results highlight the reliability of our model across various datasets, confirming its effectiveness in estimating red giant ages and masses.
5.3 Isochrone fitting: Benchmarking exercise
Although isochrone fitting methods have displayed certain constraints in predicting the ages of red giants, as mentioned in Sect. 1, their robust theoretical underpinnings and demonstrated stability over extended applications solidify their essential role in the astronomical discipline. Traditionally, such methods have served as foundational tools in stellar physics, serving as a widely accepted and familiar benchmark. Given this context, we specifically compared the predictions of our SPT model to those derived from two prevalent isochrone methods, Dartmouth Stellar Evolution Program (DSEP; Dotter et al. 2008) and MESA Isochrones and Stellar Tracks (MIST; Choi et al. 2016).
From the results shown in Fig. 12, we observe that while outliers are present, a majority data points cluster around the diagonal. This indicates that in most instances, predictions from our SPT model are consistently aligned with traditional isochrone methods.
5.4 Red giant analysis within open clusters
Open clusters are ideal environments for the study of stellar ages, given that their member stars are typically understood to have a shared origin and age (Castro-Ginard et al. 2019; Hao et al. 2022; Kamann et al. 2023). In light of this, we used red giants within open clusters as standard references to validate the age-predictive capabilities of our SPT.
We sourced data from LAMOST DR4 to identify red giant members within the open clusters M 67 and Berkeley 32. Similarly, we used the APOGEE dataset to determine red giant members in the open clusters FSR 1077, NGC 2158, and NGC 2682 (Poovelil et al. 2020).
Table 2 presents the ages derived from the literature, predictions from our model. Remarkably, the age predictions of our SPT model for the clusters M 67 and NGC 2682 are consistent with the values from the literature, highlighting the reliability of the method. The age predictions for Berkeley 32 align with the documented ages. However, a noticeable age disparity was evident in FSR 1077, but given its limited star sample size, such a variance remains statistically acceptable.
In summary, the age estimates derived from the SPT method are consistent with literature values. This confirms not only the theoretical superiority of our model, but also its practical accuracy and robustness in its application.
	[image: thumbnail]	Fig. 11 Comparison of age and mass predictions for red giants using various asteroseismic methods. Top-left panel: comparison of age predictions with Miglio et al. (2021). Top-right panel: comparison of age predictions with Li et al. (2022). Bottom panels: mass predictions comparisons akin to top panels. The upper sections of each panel display kernel density plots related to age or mass as compared with asteroseismic methods, with darker colors indicating higher densities; red dashed lines represent the identity line, while the light cyan lines indicate isohypse. The lower sections depict residuals, with gray points showing the deviations between our model and the asteroseismic benchmarks. A horizontal red dashed line indicates the mean residual, serving as an indicator of overall bias. Two gray dashed lines outline the 95% consistency boundaries.



Table 2 
Comparison of age predictions for red giants in open clusters with the literature values.

	[image: thumbnail]	Fig. 12 Comparison of ages with different isochrone methods. The horizontal axis represents the age predictions from different isochrone methods, while the vertical axis shows the predictions from our model. Left panel: results in comparison with DSEP (Dotter et al. 2008). Right panel: comparison with MIST (Choi et al. 2016).



6 Conclusion
This study successfully developed a deep learning model based on SPT to provide an integrated framework for the simultaneous regression of age and mass directly from red giant spectra. Our SPT employs a novel attention mechanism, the multi-head HSA operator, which combines the global focus of self-attention with the multi-perspectives observation of multi-head attention. This enables the efficient processing of continuous high-dimensional spectra and overcomes the limitations of CNNs and RNNs in capturing long-distance dependencies. We also mathematically substantiated the theoretical efficacy of this operator. Furthermore, we introduced a loss function based on Mahalanobis distance to address age and mass scale imbalances and the loss of interactive modes, enhancing the prediction accuracy and robustness. The combination of MC dropout technology allowed for the quantification of uncertainty through sampling weights and moment-matching, providing confidence with respect to specific predictions.
Our SPT model achieved outstanding estimation accuracy for the age and mass of red giants, with average percentage errors ΔP of 17.64 and 6.61%, respectively. It also provides confidence levels for each prediction. This assists in alerting misguided predictions when encountering unfamiliar data. Additionally, the SPT model demonstrated not only significant superiority over traditional machine learning algorithms but also showed remarkable consistency when compared with conventional aster-oseismology methods and isochrone fitting techniques. We also validate the reliability of the predictions in open clusters. These findings emphasize the superior performance of the SPT model, offering new perspectives and tools for the estimation of ages and masses of red giants.
The upcoming launches of the China Space Station Telescope and the Large Synoptic Survey Telescope will provide datasets characterized by a higher resolution and wider survey coverage. Our future works will focus on improving the accuracy and reliability of our model through these datasets and promoting the application of the model to a wider range of astronomical applications. We will also build on this foundation to conduct more in-depth research and provide solid support for further exploration of astrophysics.
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Appendix A  Proof
First, we analyze the original attention mechanism. In the original attention, the softmax function is adopted hoping to achieve the “winner-takes-all” effect. However, there is an issue of attention dispersion in the interval [0,1]. We start by considering x1, x2 ∈ [0,1] and x1 > x2. After being passed through the soft-max, the relative ratio of the two becomes [image: equation]. We define the attention efficiency, E1, as:
[image: equation](A.1)
It is straightforward to observe that ex/x is monotonically decreasing in the interval [0, 1]. Since x1 > x2, this implies E1 < 1 . The softmax function weakens the original weight ratio, causing the attention matrix to tend toward averaging. This becomes more pronounced when regularization strategies are employed. In reality, the Taylor series expansion of ex at the origin is:
[image: equation](A.2)
It is evident that as x → 0, the ratio [image: equation] is predominantly determined by the constant 1. Especially in the interval [0, 0.69], the constant 1 determines more than 50% of the relative ratio. Now, we consider a new function, named enhanced_softmax. To mitigate the interference caused by 1, we define:
[image: equation](A.3)
where i = 1,2,…, n is the ith element of an attention vector of length n. Now, we go on to consider the attention efficiency of this operator, E2:
[image: equation](A.4)
At this point, E2 = (ex − 1)/x is monotonically increasing in the interval [0, 1] without altering the monotonicity in other regions relative to the softmax function. Furthermore, when x1 > x2, E2 > 1 . This implies that the enhanced_softmax ensures that the self-attention mechanism retains the “winner-takes-all” characteristic in the interval [0, 1]. Now, considering the attention efficiency of enhanced_softmax relative to softmax over the interval (0, ∞), denoted as E3, and taking x3, x4 ∈ (0, ∞)m and x3 > x4, we have:
[image: equation](A.5)
Thus, across the entire range (0, ∞ ), the enhanced_softmax always exhibits a stronger attention efficiency compared to the softmax function, and it doesn’t suffer from attention dispersion in the interval [0, 1].
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	[image: thumbnail]	Fig. 1 Entire framework overview. The data acquisition section (left panel) describes the sources of data for the model. This primarily comprises red giant spectra collected by the LAMOST telescope and the corresponding ages and masses obtained through asteroseismology methods (primarily determined by the mean large frequency, Δv, and the frequency of maximum power, νmax). These data serve as the foundation for training and testing within the learning framework (right panel). The spectra are input into the model after dimensionality reduction via PCA method, while the ages and masses serve as the labels for the model. The input undergoes a transformation through a linear projection layer to generate the embedded input. Subsequently, the SPT backbone is responsible for feature extraction, comprising L SPT blocks (outlined by dashed lines). Each SPT block consists of two batch normalization (BatchNorm) layers, a multi-head HSA layer, a feedforward network (FFN), with two linear layers separated by a GeLU activation, and ⊕ (a residual connection). The high-level semantic features extracted from the SPT backbone are then fed into the MLP head layer, a fully connected multi-layer neural network. The output is the final result of the model, generated by the MLP head. During the forward propagation process, the model computes the predicted values and loss, whereas during the backward propagation process, it calculates gradients and updates parameters to optimize predictive performance.
In the text



	[image: thumbnail]	Fig. 2 Multi-head HSA mechanism. Left panel: HSA mechanism, corresponding to the blue box in the right panel (multi-head HSA). In this mechanism, Q, K, and V, represent the query, key, and value, respectively, and were obtained by applying different linear projections to the input, and their dimensions are all d* = 64 in this paper. Softmax is a mathematical function that converts a vector of numbers into a vector of probabilities. ⊙ represents the Hadamard Product. Scale is used to scale the calculated attention scores. Enhanced softmax is an improved version of the softmax function proposed by us. In the right panel, the linear layer represents a linear projection, X represents the input, and different Qi, Ki, Vi are obtained through the linear layer, where i indicates the index of the “head”. The “Concat” operation concatenates features from different heads and then the final result is output through the linear layer.
In the text



	[image: thumbnail]	Fig. 3 Preference for loss function. To illustrate the effectiveness of different loss functions, we randomly selected a true label (“True label”) from the dataset and produced two predictions (“Prediction 1” and “Prediction 2”), represented by red, green, and blue triangles, respectively. The gray dots represent the distribution of data samples. The dashed circle is drawn with a radius equal to the Euclidean distance between the “True Label” and “Prediction 1”. Left panel: original data distribution. Middle panel: data distribution after z-score normalization is applied separately to age and mass. Right panel: data distribution post-normalization using the Mahalanobis distance.
In the text



	[image: thumbnail]	Fig. 4 Types of anomalous spectra excluded from this study. The red line shows the trend of flux as a function of wavelength. The shaded regions in each panel show the positions of the anomalies. Top left panel: oscillations. The spectrum shows the repetitive variation of flux about a central value. Top right panel: missing values. These spectra lack values in certain wavelength regions. Bottom left panel: outliers. The spectrum has pronounced peaks or deep troughs. Bottom right panel: negative values. The spectra display negative values at certain wavelengths.
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	[image: thumbnail]	Fig. 5 Pre-and-post data distribution. The solid orange line depicts the original data distribution, while the blue dashed line shows the data distribution after removing outlier spectra. Left panel: changes in the density distribution of age. Right panel: changes in the density distribution of mass.
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	[image: thumbnail]	Fig. 6 Distribution of RGB and RC stars in the Teff - log g plane. Red points are RGB stars and black points are RC stars.
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	[image: thumbnail]	Fig. 7 Partitioning of samples. The scatter plot illustrates the data distribution before and after sample division, with the training set shown as red points and the test set as black points.
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	[image: thumbnail]	Fig. 8 Learning curve based on Mahalanobis distance loss function. This graph illustrates the changes in the loss value based on Maha-lanobis distance. The black and red curves represent the variations in loss values on the training and testing sets, respectively.
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	[image: thumbnail]	Fig. 9 Regression results for age and mass of red giants. The upper sections of each panel display kernel density plots of predicted values versus true labels, where a yellower color indicates higher density, signifying more concentrated data; the dashed lines represent the identity line, while the black lines indicate isohypse. Also, Δ and ΔP represent the mean absolute error and mean absolute percentage error, respectively. The lower sections show scatter plots and distribution graphs for ΔP (with the red line). The scatter plots demonstrate the error of the predictive model at each data point, with the color-density relationship consistent with the upper panels; the dashed lines denote the average value of ΔP, providing a reference for the overall error level. The distribution graphs illustrate the spread of ΔP across the entire dataset. “Density” is the probability density fitted to the ΔP. Left panel: regression results for ages with an average absolute error Δ of 0.91 dex and ΔP of 17.64%. Right panel: regression results for masses with Δ and ΔP values of 0.08 dex and 6.61%, respectively.
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	[image: thumbnail]	Fig. 10 Uncertainties for age (left panel) and mass (right panel) predictions. The red solid lines indicate the trend of uncertainties relative to the true labels. The shaded regions correspond to the 95% uncertainty intervals, representing the primary range of uncertainties provided by the model.
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	[image: thumbnail]	Fig. 11 Comparison of age and mass predictions for red giants using various asteroseismic methods. Top-left panel: comparison of age predictions with Miglio et al. (2021). Top-right panel: comparison of age predictions with Li et al. (2022). Bottom panels: mass predictions comparisons akin to top panels. The upper sections of each panel display kernel density plots related to age or mass as compared with asteroseismic methods, with darker colors indicating higher densities; red dashed lines represent the identity line, while the light cyan lines indicate isohypse. The lower sections depict residuals, with gray points showing the deviations between our model and the asteroseismic benchmarks. A horizontal red dashed line indicates the mean residual, serving as an indicator of overall bias. Two gray dashed lines outline the 95% consistency boundaries.
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	[image: thumbnail]	Fig. 12 Comparison of ages with different isochrone methods. The horizontal axis represents the age predictions from different isochrone methods, while the vertical axis shows the predictions from our model. Left panel: results in comparison with DSEP (Dotter et al. 2008). Right panel: comparison with MIST (Choi et al. 2016).
In the text
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        Multi-head HSA mechanism. Left panel: HSA mechanism, corresponding to the blue box in the right panel (multi-head HSA). In this mechanism, Q, K, and V, represent the query, key, and value, respectively, and were obtained by applying different linear projections to the input, and their dimensions are all d* = 64 in this paper. Softmax is a mathematical function that converts a vector of numbers into a vector of probabilities. ⊙ represents the Hadamard Product. Scale is used to scale the calculated attention scores. Enhanced softmax is an improved version of the softmax function proposed by us. In the right panel, the linear layer represents a linear projection, X represents the input, and different Qi, Ki, Vi are obtained through the linear layer, where i indicates the index of the “head”. The “Concat” operation concatenates features from different heads and then the final result is output through the linear layer.

      

    

  
    
      Fig. 3 
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        Preference for loss function. To illustrate the effectiveness of different loss functions, we randomly selected a true label (“True label”) from the dataset and produced two predictions (“Prediction 1” and “Prediction 2”), represented by red, green, and blue triangles, respectively. The gray dots represent the distribution of data samples. The dashed circle is drawn with a radius equal to the Euclidean distance between the “True Label” and “Prediction 1”. Left panel: original data distribution. Middle panel: data distribution after z-score normalization is applied separately to age and mass. Right panel: data distribution post-normalization using the Mahalanobis distance.

      

    

  
    
      Fig. 4 
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        Types of anomalous spectra excluded from this study. The red line shows the trend of flux as a function of wavelength. The shaded regions in each panel show the positions of the anomalies. Top left panel: oscillations. The spectrum shows the repetitive variation of flux about a central value. Top right panel: missing values. These spectra lack values in certain wavelength regions. Bottom left panel: outliers. The spectrum has pronounced peaks or deep troughs. Bottom right panel: negative values. The spectra display negative values at certain wavelengths.

      

    

  
    
      Fig. 5 
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        Pre-and-post data distribution. The solid orange line depicts the original data distribution, while the blue dashed line shows the data distribution after removing outlier spectra. Left panel: changes in the density distribution of age. Right panel: changes in the density distribution of mass.

      

    

  
    
      Fig. 6 
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        Distribution of RGB and RC stars in the Teff - log g plane. Red points are RGB stars and black points are RC stars.

      

    

  
    
      Fig. 7 
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        Partitioning of samples. The scatter plot illustrates the data distribution before and after sample division, with the training set shown as red points and the test set as black points.

      

    

  
    
      Fig. 8 
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        Learning curve based on Mahalanobis distance loss function. This graph illustrates the changes in the loss value based on Maha-lanobis distance. The black and red curves represent the variations in loss values on the training and testing sets, respectively.

      

    

  
    
      Fig. 9 
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        Regression results for age and mass of red giants. The upper sections of each panel display kernel density plots of predicted values versus true labels, where a yellower color indicates higher density, signifying more concentrated data; the dashed lines represent the identity line, while the black lines indicate isohypse. Also, Δ and ΔP represent the mean absolute error and mean absolute percentage error, respectively. The lower sections show scatter plots and distribution graphs for ΔP (with the red line). The scatter plots demonstrate the error of the predictive model at each data point, with the color-density relationship consistent with the upper panels; the dashed lines denote the average value of ΔP, providing a reference for the overall error level. The distribution graphs illustrate the spread of ΔP across the entire dataset. “Density” is the probability density fitted to the ΔP. Left panel: regression results for ages with an average absolute error Δ of 0.91 dex and ΔP of 17.64%. Right panel: regression results for masses with Δ and ΔP values of 0.08 dex and 6.61%, respectively.

      

    

  
    
      Fig. 10 
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        Uncertainties for age (left panel) and mass (right panel) predictions. The red solid lines indicate the trend of uncertainties relative to the true labels. The shaded regions correspond to the 95% uncertainty intervals, representing the primary range of uncertainties provided by the model.

      

    

  
    
      Table 1 

      Comparison with other machine learning methods.

      
        


	Model
	Age results
	Mass results



	
	Δ
	ΔP
	Δ
	ΔP





	RF
	1.40
	36.03%
	0.14
	10.78%



	XGBoost
	1.20
	28.31%
	0.12
	9.37%



	LightGBM
	1.22
	27.77%
	0.11
	9.04%



	CatBoost
	1.11
	25.10%
	0.11
	8.16%



	Ours
	0.91
	17.64%
	0.08
	6.61%





      

    

  
    
      Fig. 11 
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        Comparison of age and mass predictions for red giants using various asteroseismic methods. Top-left panel: comparison of age predictions with Miglio et al. (2021). Top-right panel: comparison of age predictions with Li et al. (2022). Bottom panels: mass predictions comparisons akin to top panels. The upper sections of each panel display kernel density plots related to age or mass as compared with asteroseismic methods, with darker colors indicating higher densities; red dashed lines represent the identity line, while the light cyan lines indicate isohypse. The lower sections depict residuals, with gray points showing the deviations between our model and the asteroseismic benchmarks. A horizontal red dashed line indicates the mean residual, serving as an indicator of overall bias. Two gray dashed lines outline the 95% consistency boundaries.

      

    

  
    
      Table 2 

      Comparison of age predictions for red giants in open clusters with the literature values.

      
        


	Data
	Cluster
	AgeLiter [Gyr]
	AgeOurs [Gyr]
	NumberStar





	LAMOST
	M 67
	4.0
	4.0
	36



	
	Berkeley 32
	6.0
	6.0
	10



	APOGEE
	FSR 1077
	0.86
	1.40
	3



	
	NGC 2158
	2.14
	2.39
	6



	
	NGC 2682
	3.43
	3.41
	28





      

    

  
    
      Fig. 12 
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        Comparison of ages with different isochrone methods. The horizontal axis represents the age predictions from different isochrone methods, while the vertical axis shows the predictions from our model. Left panel: results in comparison with DSEP (Dotter et al. 2008). Right panel: comparison with MIST (Choi et al. 2016).
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