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Abstract

Context. The pyramid was proven to be a highly sensitive and versatile wave-front sensor (WFS) and has been selected to be installed on the single conjugate adaptive optics (AO) systems of the extremely large telescope (ELT). The pupil of the ELT is fragmented by the secondary support spider arms, which are larger than the spatial coherence length of the atmospheric turbulence. This causes a rupture of the incoming wavefront continuity, which means that we need to be able to measure the differential pistons across the spider arms to achieve full wavefront reconstruction.

Aims. We investigate the reaction of the modulated pyramid WFS to discontinuous aberrations in presence of phase residuals after AO compensation for a range of expected observing conditions at the location of the ELT. We then explore some parameters of the sensor in order to improve its sensitivity to the wavefront discontinuities, including optical gain compensation, specific sensor modulation paths, and the number of faces of the pyramidal prism.

Methods. We derived sensitivity loss and modal cross-talk strength coefficients around static post-AO residual phases using the COMPASS end-to-end AO simulation software. Moreover, extensive closed-loop AO simulations let us derive two wavefront error criteria that are appropriate for a fragmented pupil geometry. We used these to assess the wavefront reconstruction performance.

Results. We show that on the ELT, the pyramid experiences a drastic loss in sensitivity and also non-linear modal cross-talks. Added to the limited capture range, this makes it poorly suited for phase discontinuity measurements at visible wavelengths. The strategies we studied to increase the sensitivity and reduce the modal cross-talk provide an improvement of the reconstruction for low D/r0(λWFS) values, that is, for a K-band pyramid. In presence of a large residual wavefront variance, however, a similar sensor in visible light fails to provide the necessary trade-off to measure both the continuous modes and the wavefront discontinuities.

Conclusions. The ELT instruments, designed with only visible-band pyramid WFSs, will not be able to perform a direct measurement of the wavefront discontinuities. They will have to rely on Kolmogorov statistics to restore the continuity of the atmospheric corrugated wavefront. If any other source of discontinuities arises on the ELT, instruments will need an additional, dedicated WFS.
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1. Introduction
The ability of adaptive optics (AO) to compensate for atmospheric distorted wavefronts and to enable a diffraction-limited beam (or close to it) is now demonstrated on every large ground-based optical telescope. This technology has matured rapidly over the past three decades, and the AO community is currently paving the way for the class of extremely large telescopes, ranging from 20 m diameter and larger. Their preparation goes hand in hand with new challenges that must be addressed to ensure the effective operation of AO on sky. In the context of the Extremely Large Telescope (ELT, Tamai et al. 2016) of the European Southern Observatory (ESO), the fragmentation of the telescope pupil by the spider arms was identified as a major concern, with critical impacts on the overall AO performance. An adequate compensation of the wavefront will only be achieved depending on the capability of a given AO design to provide a cophased wavefront over the pupil fragments.
The ELT is equipped with a six-armed 51 cm wide spider to support its secondary mirror. While the arms provide the necessary structural stiffness, their width is larger than the spatial coherence length r0 of the perturbed wavefront, which is typically 10–15 cm at 500 nm at the ELT site of Cerro Armazones. It results in a significant fragmentation of the optical pupil and in a break of the spatial continuity of the incoming wavefront phase.
Therefore the ELT consists of six fragments of equal areas delimited by the spider arms. We call the average phase value measured over a fragment a petal. The petal modes are to each piece of the pupil what the piston mode is to the full pupil. We call the petal difference between a pupil fragment a reference fragment the differential piston (ΔP). These degrees of freedom should be considered as modes (or linear combination of modes) to be sensed and compensated for as well as any other continuous mode. They will be part of the control space of the deformable mirror (DM) and should not be filtered out to reconstruct the full wavefront: simply think of astigmatism, a continuous mode that comes with built-in petals, that is, has a non-zero average value on given fragments of the pupil.
On the other hand, the deformable mirror installed in the telescope unit is composed of six independent adaptive shells that follow the fragmented pupil geometry. The wavefront shape arising from the action of a single actuator, that is, the influence function (IF), is defined within each sub-DM shell only and is cropped at the spider level: an actuator at an edge of a spider does not affect the wavefront at the other edge, meaning that each sub-DM can produce a pure petal mode.
The ELT can be seen as an array of six sub-telescopes that need to be co-phased at the AO loop frequency with a suitable wavefront sensor (WFS) in order to compensate for the atmospheric ΔP and to work as a single telescope with a diameter of 38.5 m. Then, a full reconstruction of the wavefront including the phase steps across these spider gaps is an absolute prerequisite to ensure that the telescope can deliver its full scientific benefits.
The pyramid wavefront sensor (P-WFS) is currently turning into the preferred design for post-2020 AO systems. It was introduced by Ragazzoni (1996), and the AO community became interested in it for its high sensitivity and versatility compared to Shack-Hartmanns and pushed it forward, making it a first-choice candidate in the context of extremely large telescopes despite its non-linear properties (Vérinaud 2004; Burvall et al. 2006; Esposito et al. 2000b).
The P-WFS was studied and considered as a phasing sensor in the laboratory (Esposito et al. 2000a) and on-sky for the ELT segment co-phasing (Pinna et al. 2008) as well as for differential piston measurement in stellar interferometry at the Large Binocular Telescope (Vérinaud & Esposito 2002). However, the ability to sense the phase steps across the spider arms at AO loop frequency and under the closed-loop AO residuals encountered at ELT is now being severely questioned. The two first-light instrument HARMONI (Thatte et al. 2021) and MICADO (Davies et al. 2018) single-conjugate AO (SCAO) modes (Sauvage et al. 2018; Clénet et al. 2018) highlighted miscorrections of the petal modes when a P-WFS was used at visible wavelengths, causing the so-called island effect, which is an amplification of the petal mode error and strongly affects the imaging quality of the scientific path (Schwartz et al. 2018; Bertrou-Cantou et al. 2019). For instance, the expected Strehl ratio (SR) for a continuous pupil and a Fried parameter of r0(500 nm)=12.8 cm is 82% in K band on the ELT, but it drops down to about 20% in presence of the island effect.
To cope with this effect, suggested solutions rely on the continuity of turbulence-induced wavefronts. We can cite the pairing method, which consists of coupling the actuators facing each other at either edge of the spiders and enforce them to take the same position (Schwartz et al. 2018). Along the same line of preventing discontinuities at the spider level, a modal basis was introduced in Bertrou-Cantou et al. (2020), enabling us to reach 78% of K-band SR in the same previous conditions. We can also mention the minimum mean-squares error (MMSE) reconstructor proposed in Hutterer et al. (2018) and in Bertrou-Cantou et al. (2019), which uses the assumption of Kolmogorov laws of turbulence as a prior to infer the best estimated petals to compensate for the DM.
Nevertheless, these algorithmic solutions have several drawbacks. They are only valid under the assumptions of atmospherically induced wavefronts and no longer hold for other sources of errors, such as the low-wind effect (LWE, Milli et al. 2018), thermo-mechanical drifts of the DM shells, and primary-mirror segment misphasing. Moreover, the continuity hypothesis encounters limitations in poor atmospheric conditions (typically above 1 arcsec seeing) because the phase amplitudes across the spider gaps increase with the seeing. Some authors therefore deem a physical optical measurement of petals to be more reliable: focal-plane wavefront-sensing techniques are currently studied for 8-m class telescopes to deal with LWE (N’Diaye et al. 2018; Vievard et al. 2019). Moreover, unlike the results of MICADO and HARMONI, Hippler et al. (2019) reported a perfect correction of petal modes using a pyramid sensor operated in K band in the frame of the study of the METIS instrument. METIS was the first-light mid- to thermal infrared spectro-imager for the ELT (Brandl et al. 2018). This result gives some hope for the sensing capabilities of differential pistons by a pyramid sensor.
The aim of this paper is twofold. First, we investigate under which conditions the P-WFS still has the ability to sense the petal modes in addition to the residual phase distortions. Second, we aim to understand the process of petal divergence in the wavefront reconstruction that causes the island effect and to identify strategies and observation regimes that minimise this effect.
These two aspects are studied at the ELT scale using the end-to-end simulation software COMPASS (Ferreira et al. 2018), which we detail in Sect. 2. We study in Sect. 3 the response of the P-WFS to petal modes in a diffraction-limited regime and the variation of this response with closed-loop AO residuals. In Sect. 4 we further study the pyramid non-linearity and instabilities in the particular case of fragmented pupils, and we highlight limitations that go beyond the classical framework of pyramid non-linearity compensation. Section 5 investigates possible strategies to enhance the pyramid sensitivity to petals: we explore non-circular modulation patterns and perform simulations for an extensive range of D/r0(λWFS) ratios covering visible and infrared wavelengths for wavefront sensing at ELT. Finally, we discuss limitations and perspectives of our simulation results in Sect. 6.
2. AO simulation environment
2.1. Simulation conditions
Running simulations in ELT-like conditions requires a powerful and efficient AO simulation platform, for which COMPASS has been developed (Ferreira et al. 2018). This end-to-end simulation tool allows us to perform numerical simulations with the set-up and conditions summarised in Table 1.
Table 1. 
Configuration used for the COMPASS AO simulations.

The telescope pupil is a dodecagonal mirror with a diameter of 38.5 m made of 798 hexagonal joined segments, with a secondary mirror obstruction with a diameter of 11.1 m. These diameter definitions stand for an unvignetted beam with a 10′ field of view (Dierickx & McPherson 2012). We assume that the segments are perfectly co-phased and contiguous so that their assembly acts as a monolithic primary mirror. The spider supporting the secondary mirror has six arms of 51 cm thickness. In this paper, the results are obtained considering the primary mirror as defined by ESO and the spider as the pupil.
The total number of actuators of the DM is 5352, which yields 892 actuators in each shell. The projected DM size onto the pupil plane is larger than the pupil: four rows of actuators can extend the wavefront correction beyond the clear on-axis aperture. For this reason, we introduce the notion of active actuators in Appendix A. They are the DM degrees of freedom.
The DM actuators follow a triangular pattern with 54 cm pitch in the primary pupil plane (Jochum et al. 2008). We configured COMPASS to use a custom-defined DM IF, provided to us by ESO. These were obtained from a mechanical finite-element analysis of the DM shell and were re-sampled for the purpose of AO simulations. IFs are designed with null coupling: while the extent of the IF is larger than one DM pitch, its value at the location of any other actuator is zero. Moreover, their combination allows a perfectly flat, pure petal mode to be generated because they originate from the deformation of a flat, free-floating plate. This important property would not be met using a linear combination of identical theoretical Gaussian IFs, which is a classical approximation that is often proposed in AO simulation software packages. In this case, a least-squares approximation of petal modes would indeed generate some significant ringing near the edges. This ringing is measured by the P-WFS as the signature of the petal mode, which in turn completely biases the study. It is therefore important to feature those very specific DM influence functions. The shape of one of the six ELT pupil fragments and the DM actuators layout is presented in Fig. A.1
The WFS is a four-sided pyramid that operates in the visible around 700 nm and samples the pupil with 95 × 95 sub-apertures (detector pixels), that is, a 40 cm pitch projected in the primary mirror plane. It operates with a typical modulation of [image: equation] in the range identified to provide a reasonable performance trade-off at all magnitudes for the MICADO SCAO design (Vidal et al. 2017).
P-WFS output measurements are defined in the “full pixel” approach: normalised pixel values that lie within the four pupil images. A reference value is subtracted to obtain a null signal for a null incoming phase. This global measurement approach is inherited from Deo et al. (2018) and proved to provide identical or better end-to-end performance than the original P-WFS “slopes map” control. Pixels that lie underneath the spiders’ shadow have been kept in the measurement computation as they bear specific importance in the sensing of differential pistons (Vérinaud & Esposito 2002). We use the term “slopes” to refer to the pixel measurements for the sake of AO naming conventions.
A single-layer turbulence is generated from von Kármán statistics, with r0 values ranging from 7.6 cm to 76 cm, expressed at 500 nm, and the outer scale is L0=25 m. The pupil-plane sampling of the simulation is taken as the smallest power of 2, yielding at least 3 pixels per r0.
The AO loop runs without latency, meaning that the correction is applied on the DM during the frame immediately following the measurement. Data transfer, computation, and DM rise time are not considered.
2.2. Modal basis compatible with the study of pupil fragmentation
To investigate the properties of the P-WFS response to petal modes, we first need to introduce an appropriate modal basis Bpetal that explicitly expresses petal modes to specifically address and characterise their properties. This basis is orthogonal in the DM command space to ensure that the confusion between the modes we study reflects a confusion in the P-WFS measurements and not from the command space. Plus, it is orthogonal to pure global piston, a mode which does not add phase information and to which the P-WFS is blind.
To do so, we computed six modal basis defined over each shell of the DM, following the process of modal basis computation over the active actuators and then extending the modes to the passive ones, as described in the Appendices A–C. The concatenation of the six bases defined per shell provided a single basis (see Fig. 1) expressing the six petal modes ϕi <  6 and modes orthogonal to them, referred to as intra-petal modes and noted ϕi ≥ 6. The petal modes are defined as
	[image: thumbnail]	Fig. 1. Modes of the basis Bpetal used in Sect. 4: Six petal modes, and a few intra-petal modes. The modes are displayed over the primary mirror pupil. The modes enclosed in black are used to characterise the sensing properties of the P-WFS.



[image: thumbnail](1)
with (x, y) being the pupil coordinates and i the index of the six DM shells. The intra-petal modes are normalised in terms of phase and ordered by increasing spatial frequency. This gives a basis that is not orthogonal to pure global piston, but of which petal modes are explicit orthogonal members. We can filter the first mode ϕ0 from the basis because it can be expressed as a linear combination of the five others ϕ1 − 5 and the global piston mode. However, we kept track of this mode in the simulations because it is further used as reference in Eq. (11) and is necessary to infer the petal error in Eq. (17). This modal basis is used in Sect. 4 for the sole purpose of investigating the pyramid response to ΔP. Unless otherwise stated, the expressions using the ϕi and their resultants stand for the petal basis Bpetal.
In Sect. 5 we report the results we obtained with closed AO loops. For convenience, we make use of a second modal basis that was directly computed over the active actuators of the overall DM (Appendix B). Once again, we follow the process detailed in Appendix C. The modes defined over the full DM (not the DM shells) are shown in Fig. C.1.
3. Differential piston measurement with the P-WFS
In this section, we investigate the P-WFS response to differential pistons during calibration and during operation. Calibration refers to a measurement done at the diffraction limit while the measurement in operation is done around phase residuals left by the AO system and specific to the seeing conditions.
3.1. Calibration
3.1.1. Interaction matrix
The calibration of the interaction matrix D aims to characterise the linear part of the WFS response to each modal degree of freedom of the DM, usually for small variations around a flat wavefront at diffraction ϕcal. It characterises the linear relation between each mode of the DM ϕi and the WFS response, that is, the measurement vector s. To stay within the linear range of the pyramid, we applied small positive and negative pokes of amplitudes ϵ for each mode of the basis. The calibrated interaction matrix is thus defined using
[image: thumbnail](2)
From a singular-value decomposition, it stands out that the five weakest eigenvectors of Dcal form a subspace mostly made of a combination of petal modes (see Fig. 2). This means that petal modes are poorly sensed and that the P-WFS measurements bear little petal-sensing information.
	[image: thumbnail]	Fig. 2. Last eigenvectors of the interaction matrix: they are dominated by petal modes.



The modal reconstructor Dcal† is obtained using the pseudo-inverse of the matrix Dcal,
[image: thumbnail](3)
The inversion is conditioned to preserve all degrees of freedom, including the five weak modes presented in Fig. 2, and such that the product of the modal reconstructor and the interaction matrix gives an identity matrix,
[image: thumbnail](4)
The modal decomposition of WFS measurements for an incoming phase in operation ϕop is contained in the expansion coefficients of the vector a. It is derived from the pyramid measurement vector s using the equation
[image: thumbnail](5)
Finally, the estimated phase applied on the DM is the sum of all the basis modes ϕi,
[image: thumbnail](6)
3.1.2. Sensitivity
The modal sensitivity of the P-WFS to a mode ϕi is the Euclidean norm of the pyramid response s to this mode,
[image: thumbnail](7)
In Fig. 3 we show a detailed map in which each pixels shows the sensitivity of the pyramid to petal modes for a non-modulated diffraction-limited beam centred at that pixel location in the pyramid focal plane. We summed the Euclidean norm of the P-WFS response of the six modes for any pixel, that is, any beam position covering [image: equation] to [image: equation] of the pyramid mask in the x-axis and y-axis directions. The white cross is aligned with the pyramid edges: a good sensitivity to the petals is found in the diffractive region of the pyramid, within up to [image: equation] from the pyramid vertex and edges. The aberrated point spread function in this region is split and creates an interference signal below the spiders in the four pupils in the sensor plane. A small modulation radius (or no modulation) or a phase mask with a high number of diffractive elements (edges) will then be beneficial to sense these modes. These parameters are explored in Sect. 5.
	[image: thumbnail]	Fig. 3. Sum of the P-WFS sensitivity maps to each petal mode with respect to the position of the incoming beam. The highest-sensitivity light areas are found at the vertex and edges of the pyramid.



3.1.3. Dynamic range
The algebra behind the computation of the modal reconstruction matrix Dcal† assumes the linearity of the WFS. However, the P-WFS exhibits a linear behaviour only around low phase values, and it is known to enter a saturation regime for higher values. This saturation starts to show up in orange on Fig. 4 for the mode ϕ100, orthogonal to petals, where the solid line depicts the reconstruction around the calibration regime ϕcal. The extent of the dynamic range in which the linearity assumption is met certainly depends on the modulation value and on the spatial frequency of the mode. This type of behaviour applies to all modes except petal modes, which are exempt from the rule.
	[image: thumbnail]	Fig. 4. Pyramid response to a petal mode ϕ1 (blue) and to a mode orthogonal to petals ϕ100 (orange) around calibration (plain line) and during operation (dashed line), i.e. around a residual wavefront ϕintra free of ΔP and obtained with a closed-loop system with r0 = 12.8 cm at 500 nm. The response in operation is an average over ten independent residual wavefronts with a shaded ±1σ error bar.



In contrast, the pyramid response for the petal mode ϕ1, plotted as the solid blue line, differs from the general case: It is sinusoidal with a period of λ. The reconstruction is then limited by the sensing wavelength and only provides meaningful results in the range of [image: equation]. The behaviour in the range [image: equation] will favor the divergence of the servo loop. Hence, the P-WFS is inherently blind to the divergence of petal modes, as it reduces to an interferometric sensor subject to phase wrapping in that case (Esposito et al. 2000a). This interferometric interpretation is also expected to provide meaningful insights for broadband sensors beyond what we simulated for this work.
3.2. Impact of AO residuals
3.2.1. Residual phase description
The main characteristics of the AO system are its loop frequency and the number of actuators, which define its spatial and temporal compensation bandwidths, respectively. Phase perturbations evolving beyond these limits are left uncompensated for by the system. Additional errors add upon these, such as noise, wavefront sensing errors and reconstruction errors, and petal divergence. This results in an imperfect correction of the corrugated phase, leaving AO loop residuals in the WFS and scientific paths. COMPASS simulations allow us to compute these residual wavefronts.
A typical example of such a residual phase ϕop found in operation is shown in Fig. 5, with the associated point spread function (PSF) computed at 1100 nm. Each AO error term present in ϕop is visible there: the smallest-scale structures are due to the AO fitting error term ϕfitting, which is orthogonal to the DM space. Lower-order patterns that can be distinguished inside each pupil fragment are modal residuals ϕi ≥ 6 lying within the DM space (most likely temporal errors). We combine the fitting and modal residual errors under the same term intra-petal residuals, which we note
[image: thumbnail](8)
	[image: thumbnail]	Fig. 5. Left: simulated residual wavefront error over the primary mirror. Right: PSF in presence of the island effect, obtained with a Fried parameter of r0(500 nm)=12.8 cm and a pyramid in the visible wavelength. The island effect clearly appears and the SR is 28% at 1100 nm, compared with 50% without the island effect.



Finally, the most visually striking effect in Fig. 5 is the petal mode residuals ϕi <  6. The residual wavefront is characterised by phase steps delimited by the spider arms. These differential pistons lead to the secondary PSF protuberances at ∼2 λ/D of the central core of the observed PSF. Finally, we write the residual phase in operation as the sum of these two contributors,
[image: thumbnail](9)
3.2.2. Pyramid response in operation
We continue the analysis started in Sect. 3.1.3 of the pyramid response to an increasing petal mode amplitude in a diffraction-limited regime, and we extend it in this section to the regime with intra-petal residuals ϕintra. The reconstruction of the petal mode ϕ1 in this operating regime is shown by the dashed blue line in Fig. 4. The residual phase ϕintra used to compute Fig. 4 was obtained in closed loop with the P-WFS and a seeing of 0.8 arcsec. The mean value and 1σ error bar were obtained using ten independent draws of the residual phases. The P-WFS response variation between the diffraction limit and 0.8 arcsec data is characterised by two major effects. First, there is a significant loss in sensitivity compared to the response around a null phase ϕcal, which is the expected P-WFS optical gain effect (e.g., Deo et al. 2019): The response is scaled with a coefficient α. This sensitivity loss is also observed to a lesser extent for mode ϕ100 (dashed orange line).
The second response variation is more surprising: An additive offset β appears over the reconstructed petal mode amplitude. This bias is independent of the amplitude of the input petal mode, it is constant for a given draw of ϕintra, and specific to it. The effect of β is visible in Fig. 4 through the ±1σ error bars (shaded area) that reflect its variations over the 10 ϕintra draws. This observation is also valid for other intra-petal modes, but the variance of β is so small that it becomes negligible compared to all other errors.
The two effects can be summarised in the following equation, which is valid for i <  6:
[image: thumbnail](10)
The pyramid provides spurious petal measurements under realistic operating conditions. This issue is further investigated in the following section, where we clarify the properties of αi and βi.
3.2.3. Instabilities of the differential piston.
We just showed the peculiar pyramid response to petal modes around static residual phases. We now study the way in which the AO loop dynamically accumulates errors on the petal modes in detail by observing their temporal evolution. The value of a petal mode coefficient ai taken alone does not show any specific information: ai has no meaning when it is not compared to its neighbours. Moreover, keeping the overall piston to be null over the entire pupil pulls all the petals in one direction when one of them is pushed in the other by any unexpected drift. As a consequence, the value of a single petal results as much from its own controlled value as from maintaining their global average [image: equation] to zero.
Conversely, from a physical standpoint, only the value of the difference between petals is meaningful and provides clues about how the pyramid and the AO loop are holding the petals in place. The relevant information is contained in the steps between neighboring petals, as these discontinuities across the spider are what triggers the pyramid signal related to petal modes. We define here the differential piston ΔP between petals as the difference between five petal modes and the first one, which we take as reference,
[image: thumbnail](11)
In Fig. 6 we show the time evolution of ΔP fluctuations expressed in units of λWFS in four different seeing conditions (from top to bottom: r0(500 nm)=21.5,  16.3,  12.8 and 8.9 cm) for a closed AO loop with the P-WFS and a loop frequency of 500 Hz. There are five curves that are sometimes superimposed. For good seeing conditions, we observe that the ΔP values tend to stabilise around steps that are multiple of λWFS, and as the r0 decreases (16.3 cm), the transition rate between steps increases. At smaller r0 (8.9 cm), transitions become so frequent that we observe only random fluctuations of ΔP with large amplitudes, while the accumulation points around λWFS disappear.
	[image: thumbnail]	Fig. 6. Differential pistons fluctuations vs. AO frame number (frame 0 for loop closure and frame 2000 after 4 s) with, from top to bottom, r0(500 nm)=21.5, 16.3, 12.8, and 8.9 cm.



We then face at least two issues. The first is the petal invisibility related to the interferometric phase wrapping of λWFS. This fundamental physical effect cannot be avoided. A natural consequence of the periodicity of the petal response is to pull the control towards any integer multiple of waves, possibly away from the null optical path difference. The second is the invisibility of the petals due to the loss in sensitivity and the bias β that is generated by the pyramid and is related to poor seeing and a low-Strehl regime.
While the problematic of λWFS steps can be addressed using multi-wavelength sensing or a wavefront continuity hypothesis (see the discussions in Sect. 6), the source of random fluctuations and instabilities of the ΔP is the problem we study in the next section.
4. Compensation of residual-induced sensor properties
We here investigate the changes in the petal-mode sensing properties when in presence of large variance of AO residuals. We report difficulties in overcoming the sensitivity loss that is undergone by a [image: equation] modulated P-WFS.
4.1. Calibration-to-operation transfer matrix T
The interaction matrix obtained in operation in presence of AO loop residuals Dop differs from the calibrated one Dcal. The reconstruction identity of Eq. (4) therefore no longer holds (Korkiakoski et al. 2007). In operation, we introduce a transfer matrix T, defined as
[image: thumbnail](12)
The calibrated reconstruction matrix [image: equation] should then be updated to a modal reconstructor that is valid in operation [image: equation], derived from a linear approximation, through the sole inversion of the diagonal of T, denoted Tdiag,
[image: thumbnail](13)
The diagonal elements of [image: equation] are often referred to as modal optical gains (OG) in the literature. Different techniques have been proposed to retrieve this transfer matrix on sky and were validated for a continuous optical pupil (Deo et al. 2019; Chambouleyron et al. 2020). They assumed that T is a diagonally dominant matrix, with coefficients lying between 0 and 1, as the consequence of a loss of modal sensitivity due to the presence of a non-null residual phase. The calibration-to-operation transfer matrix is also known to remain stable for a given seeing, that is, for an ensemble of residual phases that can be characterised with a common phase structure function 𝒟ϕ(r0).
We here analyse results of simulations for an ELT case including the fragmented pupil and DM geometry. For various Fried parameters r0, we compute interaction matrices Dop around ten intra-petal uncorrelated residual wavefronts ϕintra. The knowledge of the calibrated modal reconstructor [image: equation] enables us to derive a set of transfer matrices T using Eq. (12), which we use to characterise the modal sensitivity loss and the modal entanglement at each seeing.
4.2. Sensitivity loss
The diagonal coefficients of T provide the modal sensitivity loss coefficients {αi = t(i, i)} (Deo et al. 2019). Figure 7 shows these coefficients for all modes and at different seeing conditions. The sensitivity reduction encountered by the petal modes is located in the first five points of these curves. Compared to the ϕi ≥ 6, they undergo a drastic loss in sensitivity in presence of AO loop residuals, especially considering poor to median seeing conditions. The case of poor seeing conditions especially deserves attention as the petal-mode sensitivity drops to zero. The correcting factor to compensate for the modal sensitivity loss is usually computed as 1/αi. However, at r0(500 nm)=8.9 cm, the null sensitivity to the petals implies that it is impossible to mathematically retrieve some signal. Moreover, no temporal averaging of the slope measurements will help because no signal footprint will sum up.
	[image: thumbnail]	Fig. 7. Sensitivity loss coefficients α for seeing conditions ranging from r0 = 8.9 cm to r0 = 21.5 cm. They are computed as an average of ten independent realisations of residual wavefronts with shaded areas of ±1σ. The first five modes with cross markers denote the petal modes.



We also note that the αi coefficients vary from one petal to the next because there are preferred sensing directions depending on the alignment of the spider arms with respect to the four edges of the pyramid and the sensor pixel matrix. These petal discrepancies would be evened out by applying a [image: equation] rotation of the telescope pupil and DM with respect to the P-WFS edges.
4.3. Stability of compensation coefficients
The reduction in sensitivity at a given turbulence amplitude is subject to large variations, which are seen in the 1σ error bars in Fig. 7. We quantify the stability as the ratio between the mean value and the standard deviation of the αi coefficients, computed over the ten considered residual phase realisations,
[image: thumbnail](14)
Table 2 summarises the mean stability for petal and intra-petal modes at different seeing conditions. For example, for a 0.8 arcsec seeing, the stability of αi <  6 is very poor, lower than 2.8. The sensitivity loss αi does not only depend on the structure function of the residual phases 𝒟ϕ(r0), but is also subject to stochastic fluctuations. Thus, the OG coefficients are always over- or underestimated: This leads to instabilities in the correction loop.
Table 2. 
Stability μ/σ of sensitivity loss coefficients for petal modes and intra-petal modes.

4.4. Modal entanglement
Figure 8 shows the coefficients of a line of T for a petal mode ϕ3 (top) and for an intra-petal mode ϕ100 (bottom) at a seeing of 0.8 arcsec. It highlights that the off-diagonal coefficients t(3, j) spread over all modes, with values of the same order of magnitude than the diagonal value t(3, 3). This situation is drastically different for the 100th mode, where a clear diagonal coefficient appears distinctly from the others. As well as the sensitivity loss, αi is given by the diagonal of T, we introduce ci coefficients to characterise the strength of the cross-talk between modes when operating on-sky and defined by the off diagonal coefficients of the transfer matrix. For mode i, we have
[image: thumbnail](15)
	[image: thumbnail]	Fig. 8. Coefficients ti, j of a line i of the operation-to-calibration transfer matrix T at a seeing of r0(500 nm)=12.8 cm. Top: for the third petal mode. Bottom: for an intra-petal mode with index 100. The cross markers show the diagonal coefficients. Shaded areas indicate the ±1σ error bars.



The ci coefficients are shown in Fig. 9. The behaviour difference between the coefficients of the petal modes and those of the other modes is striking. They are about ten times larger for the petal modes than the others. The cross-talk strength increases with the residual amplitude: the smaller r0, the denser the transfer matrix T, and the larger the P-WFS non-linearity.
	[image: thumbnail]	Fig. 9. Modal cross-coupling coefficients ci for seeing conditions ranging from r0(500 nm)=8.9 cm to 21.5 cm. They are computed as an average of ten independent realisations of residual wavefronts. The first five modes with cross markers denote the petal modes.



In Sect. 3 we introduced the concept of a bias β found in the estimated phase and reflecting the fictitious ΔP measurement introduced by the P-WFS, even when no petal residuals are present in the incoming phase. This bias originates from the presence of modal cross-talk between petal modes and the AO loop residuals at the location of the ΔP signature. The latter is weak and concentrated in the shaded area below the spider arms, which means that it is encoded with only a few pixels and is easily corrupted by other signals. We note that we here only account for the modal cross-talk belonging to the DM frequencies, but the higher frequencies of the fitting error term also contribute to β. Hence, we cannot retrieve the true generated bias by only analysing the P-WFS modal response: the knowledge of this bias β relies on the knowledge of the of-diagonal coefficients of T, weighted by the spectra of the modal residuals, and on the bias induced by the fitting error term. As the of-diagonal coefficients of T are approximately uniform at all frequencies, and as the spatial power spectra of the residuals are mainly composed of low-order aberrations, we expect the latter to have more weight in this phenomenon. Finally, we add that we encountered the same instabilities as with the diagonal elements when we considered the of-diagonal coefficients of T from one residual phase to the next.
4.5. Conclusions for the use of optical gain compensation in a fragmented-pupil geometry
To overcome sensitivity reduction, the use of scalar-based, OG compensation techniques is already widely studied. However, we highlight that fragmented pupils deserve a special amendment to these frameworks. For the petal modes, we show that the sensitivity is dramatically reduced, by up to about 10−3 for poor seeing conditions (seeing > 1 arcsec). Petals belong to the invisible modes space of the P-WFS, and their measurement is completely dominated by the cross talk between petals and intra-petal residuals. For median to good seeing conditions (seeing < 1 arcsec), the sensitivity to petals can be compensated with modal gain compensation. However, this compensation will suffer from significant under- and overestimation because part of the sensitivity loss is driven by large stochastic fluctuations and does not only depend on the structure function of the residual phases 𝒟ϕ(r0). Finally, the transfer matrix T is dense: for petal modes, the of-diagonal coefficients are not negligible. This modal cross-talk impacts the measurement and introduces a bias β. At a given seeing, this bias follows a normal distribution with null expected value. The poorer the seeing, the larger the variance of β: This error will mainly affect seeing conditions where the P-WFS is already little sensitive to petal modes. The erroneous measurement due to β adds up to the phase-wrapping petal invisibility, and in these conditions, the petal modes can become out of control.
Altogether, this makes the OG compensation for petal modes a critical but likely impossible issue. The constraints we described that are specific to ΔP do not hold within the hypothesis underlying the current proposed solutions for tracking P-WFS operating changes (Chambouleyron et al. 2020; Deo et al. 2021). First, the density of T is always neglected by the OG trackers, which simply proceed to a linear scaling of the modal reconstruction. Then, the instabilities of the diagonal coefficients will not be accurately depicted. Finally, the measured OG to be applied to petals are infinite in harsh atmospheric conditions, meaning that the transfer matrix T is ill-conditioned. Because of this ill-conditioning, we note that a “good” modal basis for AO control should not explicitly contain petal modes. This issue will, however, feed through to the gains that are applied to the modes on which the petals are projected (basically all the modes and especially the lower ones, where the use of OG compensation is the most critical). Because we considered only five modes with respect to about 4000 modes, however, the non-orthogonality of T in presence of large AO residuals is weak.
5. Sensitivity-enhancement strategies
In this section, we explore different strategies to increase the ΔP sensitivity with the P-WFS, first using OG compensation to minimise the intra-petal residuals, then using different modulation paths, and finally, we investigate the possibility of increasing the number of edges of the pyramid. We show closed-loop results with a wide range of [image: equation] such that any instrument at the ELT, from visible to infrared P-WFS, may relate to the results we present.
5.1. Simulation details of the seeing conditions
We operated simulations with atmospheric conditions ranging from 7.6 cm to 76 cm Fried parameter expressed at 500 nm, noted r0(500 nm). The simulations were performed with a sensor working at a visible sensing wavelength λWFS = 700 nm. The D/r0(λWFS) is just noted D/r0 for the sake of simplicity when expressed at this wavelength. These paramaters map to a D/r0 of 35–350 considering the ELT pupil diameter. Any ELT AO system can be related to our graphs using the r0 value expressed at the sensor wavelength: For a typical r0(500 nm)=12.8 cm, we have D/r0 = 200 in the visible band (MICADO and HARMONI cases) or D/r0(2200 nm)=50 with a sensor in K band, such as for METIS. We obtained a statistical average by running five independent simulations with a length of 4 seconds: each of the five phase screens was a single atmospheric layer generated with a different seed of the random number generator. They evolved with a wind speed of 10 m.s−1, which renewed the phase screens within the telescope pupil every 4 seconds. To properly take the high spatial frequencies of the atmospheric turbulence into account, we sampled them with at least 3 pixels per r0. This severely impacts the simulation speed for poor seeings: A simulated iteration with a [image: equation] modulated PSF would typically run at 16 Hz for median D/r0 values, compared with 4 Hz for the largest ones. This effort is mandatory, however, if meaningful results are expected.
The varying parameters we used in the different simulations are summarised in Table 3, where the use of “CLOSE” and “clover” is developed in the following sections.
Table 3. 
Summary of the simulation settings.

5.2. Closed-loop performance criteria
In this section, we distinguish the petal-error contribution from the intra-petal residuals in the global performance. To do this, the closed-loop residual phases were projected onto Bpetal, giving the ai coefficients of the phase as defined in Eq. (5) and giving the possibility of defining two performance criteria.
First, we assessed the ability of the pyramid to sense petal modes regardless of the λWFS wrapping, which is a physical limitation inherent to any sensor. As stated in Sect. 3, the value of a petal taken alone has no physical meaning, but their differences with one another is relevant and is tied to the imaging quality. We defined a criterion for the petal error that relies on the expression of the SR expressed at the sensing wavelength as it provides results that are independent from the modulo λWFS wrapping. The effect of piston errors has been subject to numerous studies in the context of telescope segmentation and multi-aperture interferometry. The analytical expression of the SR for a fragmented pupil is derived from Chanan & Troy (1999) and Yaitskova et al. (2003). We applied it for a six-petal geometry,
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We then defined the variance of the petal error as
[image: thumbnail](17)
Secondly, we are also interested in the intra-petal residual wavefront, quantified with σintra. It is defined as the quadratic sum of the ai coefficients related to the projection of the residual phase ϕop onto the intra-petal modes ϕi >  6, plus a fitting term,
[image: thumbnail](18)
We computed [image: equation] and [image: equation] from the residual phase at each iteration, and we took the temporal average over the total length of the simulation expressed with the symbol ⟨...⟩. The data acquisition starts 100 iterations after loop closure to ensure loop convergence. Finally, we took the square root of these terms in order to express them in radians at the wavelength of the WFS.
5.3. Use of optical gain compensation
5.3.1. Method
We first investigated as a basic starting point the petal and intra-petal errors using a loop integrator gain of 1. This setting is possible because the natural loss in sensitivity of a visible P-WFS on median conditions on the ELT is in the range 0.2 to 0.5 (Deo et al. 2019): This sets the overall gain of the loop to a value that is not optimal, but that is stable and acceptable for turbulence rejection.
In a second step, we used the OG compensation algorithm CLOSE from Deo et al. (2021), in order to keep the system optimised against the modal sensitivity loss. The principle of CLOSE is to use the temporal auto-correlation of the pyramid modal response to provide a real-time tracking of modal integrator gains at any varying observing conditions. The setting of the hyper-parameters was chosen empirically to deliver the best results for a seeing of 1 arcsec in the ELT case. Although parameters were not specifically optimised for each atmospheric conditions we address, we were able to verify that the results were satisfactory for all simulations. We chose a null set-point and learning factors (q+ = 1/200;  q− = 1/100): The modal gains can decrease faster than they may grow, which is beneficial for the robustness of the loop.
In both cases of unitary gain and CLOSE algorithm, we used the full modal reconstructor D†.
5.3.2. Results
We show in Fig. 10 the petal and intra-petal errors at different D/r0 using a unitary scalar integrator gain g = 1, in blue, and using CLOSE to perform OG tracking, in orange. We add the ideal aliasing and fitting error computed for a triangular actuator geometry that would be obtained for a perfect linear AO system as the dashed black line.
	[image: thumbnail]	Fig. 10. Petal (left) and intra-petal (right) standard deviations expressed in radians without modal gain compensation (integrator gain set to 1, in blue) and with the use of CLOSE algorithm (null setpoint and learning factor (q+ = 1/200, q− = 1/100), in orange). The component of fitting and aliasing errors for a triangular actuator grid is shown as the dashed grey line. Shaded areas: ±1σ error bars.



The impact of OG compensation is especially prominent in poor seeing conditions. By partially reducing the pyramid non-linearity, it allows improving the σintra error by a factor of 1.5 for D/r0 = 350, together with reducing the statistical dispersion of the performance. As a side effect, this PSF improvement is beneficial for the measurement of the differential pistons as well: the decrease in σintra has a slight beneficial effect by reducing σP. However, this is clearly not sufficient to set the pyramid in a regime where it is reliably sensitive to ΔP. For D/r0 >  300, the σP error saturates at a value of 1.5 rad, which corresponds to completely random temporal fluctuations of the petal modes. This regime is reached as soon as the intra-petal error exceeds 2 rad rms. With a four-face pyramid modulated at [image: equation], the use of OG does not help significantly to retrieve the petal sensitivity. Even worse, at strong seeings, we verified that as the petal modes are unseen by the sensor, CLOSE or any other linear-based OG compensation algorithm boosts the presence of the unseen modes in the correction loop and is detrimental for the AO correction loop. This is characterised by even larger amplitudes of the ΔP fluctuations. This effect is not seen in Fig. 10 because the performance metric is taken after a λWFS wrap; but for a seeing of 0.8 arcsec, the amplitude of the ΔP fluctuations is about 1.5 times larger with the use of CLOSE than with a unitary integrator gain (see Fig. 6). A way to reduce this amplitude is to use automatic OG compensation techniques only for intra-petal modes and using a constant gain for petal modes.
5.4. Increase in time spent on pyramid edges: Modulation path
As described in Sect. 3, the pyramid is sensitive to the differential piston mostly where the incoming beam passes at a distance smaller than [image: equation] from the pyramid edges (see Fig. 3). We call this region the diffractive area. To increase the time spent on it, we study the impact of two parameters: the beam path generated by the modulating mirror studied in this section, and then the number of faces of the pyramid, studied in Sect. 5.5.
5.4.1. Method
The pyramid is usually operated with a circular and uniform modulation, which we previously introduced using a modulation radius of [image: equation]. The modulation is known to improve the trade-off between sensitivity and linearity, especially for low-order modes. Engler et al. (2019) showed that an unmodulated P-WFS is effective in reducing the differential pistons. However, poor seeing conditions and high AO residuals require increasing the dynamic range of the sensor, hence the modulation radius, which is inimical to petal-mode sensing. The circular modulation therefore does not offer a trade-off that fully suits our needs.
A cloverleaf-shaped modulation path aims at spending more time close to the diffractive area while keeping a modulation amplitude of [image: equation] for an improved dynamic range. These are hypotrochoids, that is, plane curves defined as the sum of two circular motions in opposite directions. They allow a large variety of modulation paths, and their parametric equations are given by the sum of two sines with different harmonics,
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The parameter rmod stands for the modulation radius when circular modulations are considered, and we used this same term to express the largest excursion from the centre of the hypotrochoidal pattern. The term q drives the number of branches of the hypotrochoid and is here set to 4 to match with the number of pyramid faces. We note that this term imposes that the tip-tilt mirror oscillates at a higher frequency than usual. Finally, k is a free parameter that for k = 0 corresponds to a circular modulation and for k = q − 1 corresponds to a modulation path that crosses the tip of the pyramid.
Figure 11 shows three modulation paths we investigated here: Two circular modulations with 3λ/D and 1λ/D modulation radius and a clover using k = 2, which does not exactly cross the tip of the pyramid but lengthens the time spent on the edges. Two modulation points are separated with the same temporal gap. The brighter areas of Fig. 11 underpin that the clover modulation slows down when the beam crosses the edges farther from the centre, which is exactly our aim.
	[image: thumbnail]	Fig. 11. Pyramid modulation paths: Left: [image: equation] circular modulation. Middle: [image: equation] circular modulation. Right: clover modulation using hypotrochoid equations with q = 4, k = 2 and a modulation “radius” [image: equation].



For all simulation results presented in this section, we used CLOSE to compute the modal integrator gains in order to partly compensate for the P-WFS non-linearity. This is especially needed when using small modulations because higher optical gain effects are observed.
5.4.2. Results
As shown in Fig. 12, reducing the modulation radius enables us to increase the sensitivity to petal modes and lower σP. However, this solution is not viable for harsh atmospheric conditions when a good linearity range is needed to overcome the large turbulent phase amplitudes. Despite the use of modal gains, the circular modulation of rmod = 1λ/D comes with a deterioration of the intra-petal performance at large D/r0, followed by a poorer correction of petals. Using a clover modulation allows us to find a finer compromise in terms of sensitivity and dynamic range. The results are especially promising for good seeing or large sensing wavelengths where the σP error stays below [image: equation] (we recall that we did not consider here the λWFS steps of the petals). Nevertheless, we observe stronger non-linear effects at large D/r0: This can be explained, because the dynamic range of the clover modulation is found in only two directions, along by the pyramid edges, while the beam path amplitude is on average smaller than for a circular modulation of [image: equation]. The gain in the ΔP sensitivity with the clover is not sufficient to overcome the impact of the increase in σintra residuals for D/r0 = 350.
To overcome this intra-petal performance loss, we could imagine increasing the value of q, that is, improving the dynamic range in a larger number of directions (leaves of the clover), thus having a larger average modulation, but spending more time out of the diffractive area, which is counterproductive to the intended purpose. We could also increase the amplitude rmod of the clover path and adjust the factor k to keep the beam as close as possible to the edges.
	[image: thumbnail]	Fig. 12. Petal (left) and intra-petal (right) standard deviations expressed in radians for different modulation paths of the tip-tilt smearing mirror: Two circular modulations with a modulation radius of [image: equation] (blue) and [image: equation] (orange) and a clover modulation with an amplitude of [image: equation] and a parameter k = 2. We use the CLOSE algorithm to compensate for the P-WFS non-linearity (null setpoint and (q+ = 1/200, q− = 1/100)). Shaded areas: ±1σ error bars.



In the end, the use of clover modulation is an interesting solution for instance for a P-WFS in K band and even in the case of good seeing in the visible; but for stronger seeings, it will remain difficult to find an efficient trade-off between petal and intra-petal sensitivity.
5.5. Increase in time spent on pyramid edges: Number of faces
5.5.1. Method
Increasing the number of faces enables us to add diffracting parts of the pyramid. It improves the sensitivity to petal modes, but splitting the beam into a higher number of pupils comes with a decrease in intra-petal mode sensitivity, which we once again aim to compensate for using modal gains (in addition to the fundamentally increased noise for the faintest guide stars). We study here a six-face pyramid with edge directions chosen to maximise the petal-mode sensitivity. Unlike the four-face pyramid, it does not have any preferred direction to sense petal modes. The number of slopes is increased by a factor 1.5 and would slow-down real-time the modal reconstruction computation (Fig. 13).
	[image: thumbnail]	Fig. 13. Pyramid detector plane using a four-face pyramid mask (left) and a six-face pyramid mask (right). The distance between the pupil centres is 72 pixels.



5.5.2. Results
Figure 14 shows that as expected, the use of a six-face pyramid clearly improves the measurement of ΔP compared to the case of four faces. It allows us to keep a reliable measurement for D/r0 <  200, that is, when the curves of the intra-petal residuals of the four- and six-face pyramid are superimposed. For poor seeings, we can realise how thin the boundary between petal modes and intra-petal mode sensing is. A slight increase in σintra, explained by the poorer sensitivity to intra-petal modes that the OG fails to fully compensate for, and the benefit of the six-face pyramid is forfeit. In the end, the performance obtained with the six-face pyramid is quite comparable to the one studied with the clover modulation. However, this method requires a new hardware design and increases the number of pyramid measurements, here by a factor 1.5. Hence, it impacts the RTC computing requirements, as well as readout and photon noises, in an unfavourably way compared to the small improvement that is obtained in return.
	[image: thumbnail]	Fig. 14. Petal (left) and intra-petal (right) standard deviations expressed in radians for a four-face and a six-face pyramid. We use the CLOSE algorithm to compensate for the P-WFS non-linearity. Shaded areas: ±1σ error bars.



Finally, considering the simulations carried out in Sects. 5.3–5.5, we derive an empirical boundary on the intra-petal residuals of about π/2 rad at λWFS. Beyond this limit, the measurement of petal modes with the pyramid becomes an impossible task.
6. Discussions
In the framework of this paper, we conducted numerous simulations with the intention to follow the true ELT geometry as closely as possible (pupil geometry, fragmented DM, null inter-actuator coupling, etc.). In this section we therefore provide comments and returns on the parameters we experimented with to successfully close the AO loop, especially in presence of large wavefront amplitudes. We also discuss a list of parameters we did not emulate, but that will impact the P-WFS sensing regime, the AO loop control quality, and thus, by feedback, the petal-mode measurement quality.
6.1. Feedback on closing an AO loop at the ELT scale
Here we present three key parameters that we have identified as significantly impacting our results while they could appear as secondary parameters at first sight. We detail here the effects we observed depending on the chosen strategy.
Actuator selection. The first step we performed was a selection of the valid actuators (see Appendix A), chosen as degrees of freedom to perform the computation of a modal basis. This was done using a criterion on their presence within or absence from a given annulus defined with two radii. We performed this selection such that 3852 actuators were controlled as degrees of freedom, and we extended the modes to the remaining passive actuators. When using a wider selection, some of the actuators located close to the pupil edges were facing divergence, as these were poorly seen by the sensor. This behaviour, moreover, is similar to the petal-mode divergence we studied here: The poor sensitivity of actuators deteriorates even more in the presence of large AO residuals and leads to actuators that are out of control. As an actuator diverges, the local tilt in the wavefront shape implies that none of the four P-WFS sub-pupils encoding the actuator phase information are illuminated. Ultimately, this causes the divergence to be unrecoverable by the sole use of the sensor.
In this respect, the selection of the active actuators is critical. The extension of the modal basis using a Kolmogorov hypothesis through an MMSE operator was found to be a good approach to perform the correction over the full DM space while keeping the reconstruction to a smaller number of actuators (see Appendix C).
Number of controlled modes. If it is necessary to limit the number of actuators, the number of controlled modes is also a decisive criterion to optimize AO loop correction. To deal with strong seeings, a first approach was to filter a few hundred modes with the idea to keep a stable modal correction. The effect was counterproductive. By giving up on the compensation of high spatial frequencies, the AO residual amplitudes increased and completely altered the pyramid operating regime, starting obviously with a divergence of the petal modes. This led to a loop divergence that could not be avoided using different modal gain optimisation strategies. This means that the presence of poorly seen modes or actuators in the command space is critical to the efficiency of the correction, and we strongly recommend that these modes are identified and filtered out; we recommend explicit identification of blind modes rather than truncation of high frequencies. We also note that truncation or regularisation from the singular values of Dcal should be performed carefully because in the case of normalised modes, low-order modes have the weakest sensitivity and will be truncated first.
Number of sub-apertures. The number of pyramid sub-apertures along the pupil diameter has two consequences for the AO loop. We performed simulations with 87 and 95 sub-apertures in the pupil diameter, that is, a ratio of 4/3 against 3/2 with respect to the number of actuators in the pupil diameter. First, by having a better sampling of the modal response, the intra-petal error is reduced. Second, more pixels are available to encode the petal modes signature. This makes the system more robust, at least for the noise-free simulations we performed.
6.2. Other sources of petal-mode mismeasurement
We conducted this study focusing only on the seeing conditions, but we identified other observation parameters that will affect the pyramid operating regime. The expected reliability of the on-sky measurement of the modes that are already poorly seen in an ideal simulation is a question to be raised. The proper petal-mode correction often comes down to very little. We here propose a non-exhaustive list of issues that might cause an amplification of the errors. This list remains to be studied and to be considered in the design of the AO controller.

	
The simulations we performed were made without taking into account any contribution of the noise. However, at low flux, photon noise and detector readout noise -if any- will deteriorate the signal-to-noise ratio. This decrease comes with an increase of the residual amplitude despite the use of OG compensation. For instance, a simulation run with photon noise on a guide star magnitude MR = 16 with a 0.8 arcsec seeing, that is, D/r0 ≈ 200, places the pyramid working in visible band in a regime in which it is insensitive to petal modes with σP = 1.5 rad.



	
The non-common path aberrations (NCPA) correction modifies the P-WFS response. The gain-tracking approach aims to change the sensor reference after subtraction of the NCPA wavefront. Although NCPA can be calibrated and is expected to be a quasi-static low-order aberration, therefore being well known, the possibility of non-linear effects of their subtraction on poorly sensed modes should be studied (Chambouleyron et al. 2021).



	
The mechanical structure of the telescope will undergo dynamic perturbations leading to misalignments between the pupil footprint and the DM. Moreover, the DM itself will be subject to displacements of the actuator grid with respect to the WFS sup-apertures, called misregistrations (Heritier et al. 2018).



	
The final alignment of the primary mirror segments will be limited by the residual piston, tip, and tilt (phasing errors), and the low-order surface figure errors (segment shape). The instruments equipped with P-WFSs will likely detect some of the residual quasi-static aberrations of the telescope and correct them with the DM: Phasing will be within the AO system spatial bandwidth, whereas segment shapes and edges will be barely sampled by the instrument sensors and will cause some aliasing in the modal response. Aliasing will be mitigated by P-WFS over-sampling, but the final impact remains poorly known.




6.3. Dealing with the λ ambiguity
In this paper, we deliberately omitted the problem of the λWFS wrapping that is encountered by any interferometric sensor when ΔP is measured. To compensate for turbulence-induced petal modes, continuity constraints on the WF reconstruction have shown promising results, such as with the pairing method (Schwartz et al. 2018) or the continuous-basis approach (Bertrou-Cantou et al. 2020). However, these methods will fail to compensate for telescope-induced discontinuities in the incoming wavefront (LWE, thermo-mechanical drift of the DM, etc.), for which a dedicated optical device is necessary. We can expect the LWE to occur during good observation nights, when the wind is too weak to homogenise the air temperature across the pupil. The observing conditions at small D/r0 are conducive to petal-mode measurement. However, the sensor will still suffer from its limited capture range. To increase the capture range, we can either use the two-wavelength approach (Pinna et al. 2006), or we have to shift the sensor to a higher wavelength. Plus, we have shown that the latter is also in favour of petal sensitivity. The design of a sensor specifically targeting the phase steps across the spiders will fully depend on the disturbances induced by the telescope thermo-mechanical behaviour.
7. Conclusions and perspectives
The ELT spider arm width requires an adaptive phasing of the petals of which its optical pupil is composed. The pyramid wavefront sensor was selected for its great sensitivity and adaptive linearity range, but it exhibits a highly variable sensitivity to the phase steps across the telescope spider arms depending on the observing conditions. The paper highlights a measurement issue of the petal modes that is caused by two main reasons. First, petal modes suffer from a sensitivity loss to a much larger extent than the other modes do when in the presence of AO residual WF errors. This sensitivity even drops to zero considering strong seeing for a P-WFS in the visible, when the PSF filtered by the pyramid mask is not tight enough to let the petal-mode signal out, the latter being substantially contained in the central core of the PSF (or the breaking thereof into several lobes in the presence of LWE). Secondly, the optical signature of petal modes in the sensor pupil is located in a narrow region along the spider arms, and it is rapidly drowned among the wavefront residuals. Cross-talk occurs between the petal signal and the intra-petal signal and leads to a biased pyramid measurement.
The optical gain compensation strategies hitherto relied on the hypothesis of a stable, diagonally dominant and well-conditioned calibration-to-operation transfer matrix. We highlight that this hypothesis no longer holds for petal modes. The stability of the applied gain is dominated by stochastic fluctuations and does not only depend on the Fried parameter; plus, a modal coupling is induced by the presence of both the DM fitting error and the incomplete residual loop compensation of mirror modes (loop temporal error, non-linearity, etc). The ill-conditioning of the OG compensation occurs with strong seeing, when the sensitivity to the petal modes is reduced to zero. The presence of these five unseen modes in the control space together with the regular OG tracker steps up the amplitude of the differential piston fluctuations and causes an amplification of the injected errors by the AO controller. This comment equally applies to any poorly sensed mode or actuator.
From the steering mirror modulation radius to the number of sub-apertures in the sensor pupil, the actual design of the ELT instrument SCAO systems was driven by the optimisation of the intra-petal performance. We performed extensive simulations using a proper ELT DM model and adding the petal-mode fluctuations to the error budget to investigate new designs for the P-WFS. We explored techniques that lengthen the time spent by the PSF core on the diffractive region of the sensor, either using an appropriate modulation or adding more edges to the pyramid phase mask.
These solutions yield promising results for seeing conditions up to D/r0 <  200, corresponding to intra-petal errors typically up to π/2 rad rms at λWFS. Under these conditions, they effectively allow the system to decrease the petal error while maintaining the intra-petal performance. Instruments such as METIS, using a near-infrared pyramid sensor, can benefit from these methods. Conversely, at larger D/r0 >  200, these strategies fail to provide reliable results. The balance between the petal and intra-petal sensitivity is more difficult to reach for visible SCAO systems (HARMONI and MICADO). The petal and intra-petal error budget terms are closely related, but they follow an opposite pyramid-sensing logic: The gain in terms of ΔP sensitivity is paid for with a loss in sensitivity or dynamic range of the intra-petal modes, which increasing error turns against the petal-mode sensitivity: there is no way out.
Throughout this article, we set aside the problem of the λWFS ambiguity that underlies the wave property of light. From a controller point of view, it can be tackled using the wavefront-continuity hypothesis. However, phase-step fluctuations across the spiders can appear in addition to the atmospheric induced ΔP (e.g. low-wind effect; Milli et al. 2018) and will induce discontinuities outside the wavefront-continuity hypothesis framework. For P-WFSs in the visible, two limitations arise: The sensor capture range is short, and these errors will not be measured because of the presence of AO loop residuals. These conclusions advocate for an additional sensor specifically targeting the petal-mode measurement issue. One of all the various possible choices might be a P-WFS working at near-infrared wavelengths. The implementation of such a device will be driven by the spatial and temporal properties of the phase discontinuities.
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Appendix A:  Selection of valid actuators
The ELT deformable mirror is made of 5352 actuators, a large number of which are located outside the effective telescope pupil area: four to five actuator rings are located farther away than the outer pupil edges. We selected the actuators that were considered useful degrees of freedom. The selection was made considering the “all-glass“ telescope pupil (Dierickx & McPherson 2012) defined by an inner diameter of 11.4 metres (slightly larger than the 11.2 m ESO definition), which is the outer diameter of the telescope obstruction; and an outer diameter of 37 metres, which is the inner diameter of the telescope pupil.
The selection is represented in Fig. A.1 for one fragment of the pupil: it gives 642 valid actuators inside the pupil fragment and 250 outside. When replicated to the six fragments of the ELT pupil, we obtain a total of 3852 actuators that we call active actuators and 1500 passive actuators. The first were used to build the modal basis as described in Appendix B, and the second were used in an extension of the modal basis detailed in Appendix C. Some actuators are clearly filtered, but are still inside the effective pupil: We deliberately took some margin in this selection in order to anticipate any actuator divergence. In addition, the performed selection was found to be more robust at all seeing conditions than for instance a selection with a criterion using the true pupil shape (white area of Fig. A.1) or the use of a threshold parameter based on the maximum of the actuator influence function inside the pupil. A better selection depending on the seeing conditions can be performed (a larger number of actuators can be included at small seeing conditions), but this fine-tuning is beyond the scope of this paper.
	[image: thumbnail]	Fig. A.1. Pupil shape and actuator positions within one fragment of the ELT pupil. The active actuators are shown as filled orange dots, located in the active pupil area defined by the two grey circles of 11.4 m and 37 m diameters. The empty orange dots are the passive actuators, which were not considered as DM degrees of freedom.




Appendix B:  Definition of the modal basis
B.1. Construction of the basis
We defined a modal basis using a light computational method. We call xi the series of positions of the actuators over the pupil. We note ϕ(x) the vector made of the series of all the ϕ(xi), the phase value at each actuator location. In the case of the ELT adaptive mirror, for which the actuator influence functions are zero-coupled with any other actuator (this not being a property, but a definition), ϕ(x) represents both the command vector to the actuators and the wavefront surface at the xi resulting from the application of ϕ(x).
As a consequence, we propose to compute the principal component analysis (PCA) of the finite-dimension stochastic process of atmospherically perturbed wavefront values ϕ(x) based on Kolmogorov statistics and deprived from the piston mode (Gendron, priv. comm.). We expect this PCA to naturally yield to some low-order modes extremely close to the well-know Karhunen-Loève infinite expansion of the same continuous process. This avoids the need to go back and forth between continuous and control space, whose computational burden related to sampling problems, heavy arrays, edge effects, etc. is a hassle. The PCA just consists of finding the eigenvector matrix G of the real symmetric covariance matrix Caa of the piston-subtracted phase process ϕ(x), such as
[image: thumbnail](B.1)
with
[image: thumbnail](B.2)
To compute Caa, we first computed the spatial covariance of the atmospherically perturbed phase φ including the piston term as
[image: thumbnail](B.3)
[image: thumbnail](B.4)
where κ = ⟨φ2(xi)+φ2(xj)⟩/2 is a constant positive value, independent of i and j because of the spatial invariance properties of φ(x). This same property also allows us to introduce the phase structure function 𝒟φ(xij), applied on the parameter xij equal to the distance between actuators i and j. We note 1 the all-one matrix and n the number of actuators. The transition from φ (the raw phase including piston) to ϕ (centred, piston-subtracted phase) can be made using the centring matrix [image: equation] as follows:
[image: thumbnail](B.5)
Noting Δx the pairwise actuator distance matrix, using 𝒟φ(Δx) the matrix of the structure function value for each pairwise actuator distance, the expression of the matrix Caa written in a condensed form becomes
[image: thumbnail](B.6)
Note the disappearance of the constant κ, which vanishes when applying P. We are aware that under the assumption of a fully developed Kolmogorov-type turbulence, this constant κ has no more mathematical existence than the left-hand member of Eq. B.3. The approach can be justified, however, as the expression B.6 is valid for any arbitrary large finite outer-scale L0, therefore remains valid as L0 tends towards infinity. We can finally use the expression of the phase structure function 𝒟φ(r)=6.88 (r/r0)5/3. Because we are only interested in the eigenvectors of Caa, the scaling factors do not really matter, and we can finally write
[image: thumbnail](B.7)
where Δx5/3 is just the matrix filled with the power 5/3 of the actuator pairwise distances. The diagonalisation of Caa will produce the modes, with a null eigenvalue for the piston mode, of course.
B.2. Properties of the basis
This basis offers a series of advantages. Its main attractive feature is its simplicity and very low computational cost. It provides the user with some low-order modes that are nearly identical to those from the projection on the DM of a true, atmospheric Karhunen-Loève basis.
This way of computing modes ignores the exact shape of the influence function and the shape of the pupil. The modes will be orthogonal in the command space only. The pairwise orthogonality of the modes in a phase space (i.e. for the scalar product ∫pupilmi(r) mj(r) d2r) is not guaranteed, but at least the low-order modes will nearly be orthogonal in that sense because the influence functions are spatially local ones. The lack of pairwise phase orthogonality is not an issue because this is not a necessary condition for closing an AO loop with a given basis: The orthogonality in the measurement space would be a greater concern.
Moreover, this basis offers a very interesting property related to the pyramid sensor. The matrix 𝒟φ(Δx) is a convolution matrix that operates over a spatial domain that is sampled by the actuators. The convolution kernel of the operator is the phase structure function: Each column of the matrix is a sampled phase structure function centred on the actuator. The convolution operation is known to become a diagonal one when expressed on a Fourier basis. Therefore the diagonalisation of 𝒟φ(Δx) will cause some modes to appear whose shape is invariant through a convolution (only the amplitude is affected) and whose frequency content is only made of single-modulus spatial frequencies. The Fourier transform of these modes (or their associated PSF in the small-phase regime) necessarily appears as some thin mono-frequency circles centred on the origin. Because they address a single-frequency modulus, they are particularly suited for forming a basis for optimising the gains with a pyramid sensor.
As a side effect, it is to be noted that this single-modulus frequency property allows us to generalise this technique to any deformable mirror that features identical, circularly symmetric actuator influence functions because the generation by the DM of the wavefront shape associated with a given mode is again a convolution.
The top line of Fig. C.1 shows the obtained modes from the tilt mode up to the last one (pure piston is not considered).

Appendix C:  MMSE-based modal extension
We use a minimum mean-squares error (MMSE) approach to spatially extend some modes, defined over a part of the pupil, to another part. The extension process is achieved according to Kolmogorov statistics. We assumed a wavefront ϕ(x) defined through its values at a series of positions xi over the pupil. We wish to estimate its value using a linear relation at some other positions [image: equation] in such a way that we minimise the following quantity on average:
[image: thumbnail](C.1)
with ϕ following a stochastic process of a Kolmogorov-type perturbed wavefront. The matrix R is the operator we seek. The brackets ⟨...⟩ denote the ensemble average or time average. Minimising the mean-squares distance described above allows us to find the wavefront extension that best matches Kolmogorov statistics expectations. The solution of the equation is the so-called MMSE estimator,
[image: thumbnail](C.2)
The matrix Caa is described in Sect. B. In this section, it is the covariance between the active actuators. Similarly, the matrix Cpa is computed using the same method, between the passive and active actuators.
The matrix R is rectangular with numbers of lines and columns given by the number of passive and the number of active actuators, respectively. We previously computed the modal basis G defined over the active actuators. We can now extend this basis over the other actuators using R in order to span the full DM space. For the sake of clarity, we assumed that the passive actuators are appended as the last elements of the DM command vector. The extended modal basis Gextended is then
[image: thumbnail](C.3)
The bottom line of Fig. C.1 shows the extension of the modes from the active part of the DM to the actuators located outside of the defined ring (shown as the dashed black line). A brief visual analysis shows that the modes are nicely extended, apparently in agreement with Kolmogorov statistics: The tilt mode remains a tilt throughout the DM space, while the estimator has very little effect on the last, high-order mode.
	[image: thumbnail]	Fig. C.1. DM shape for tilt, fourth-order astigmatism, 100th and last mode defined over the pupil area (top). Modes extended to the actuators located out of the effective pupil (bottom). The dashed circles represent rings that define the active pupil area.
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	[image: thumbnail]	Fig. 4. Pyramid response to a petal mode ϕ1 (blue) and to a mode orthogonal to petals ϕ100 (orange) around calibration (plain line) and during operation (dashed line), i.e. around a residual wavefront ϕintra free of ΔP and obtained with a closed-loop system with r0 = 12.8 cm at 500 nm. The response in operation is an average over ten independent residual wavefronts with a shaded ±1σ error bar.
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	[image: thumbnail]	Fig. 5. Left: simulated residual wavefront error over the primary mirror. Right: PSF in presence of the island effect, obtained with a Fried parameter of r0(500 nm)=12.8 cm and a pyramid in the visible wavelength. The island effect clearly appears and the SR is 28% at 1100 nm, compared with 50% without the island effect.
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	[image: thumbnail]	Fig. 7. Sensitivity loss coefficients α for seeing conditions ranging from r0 = 8.9 cm to r0 = 21.5 cm. They are computed as an average of ten independent realisations of residual wavefronts with shaded areas of ±1σ. The first five modes with cross markers denote the petal modes.
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	[image: thumbnail]	Fig. 8. Coefficients ti, j of a line i of the operation-to-calibration transfer matrix T at a seeing of r0(500 nm)=12.8 cm. Top: for the third petal mode. Bottom: for an intra-petal mode with index 100. The cross markers show the diagonal coefficients. Shaded areas indicate the ±1σ error bars.
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	[image: thumbnail]	Fig. 9. Modal cross-coupling coefficients ci for seeing conditions ranging from r0(500 nm)=8.9 cm to 21.5 cm. They are computed as an average of ten independent realisations of residual wavefronts. The first five modes with cross markers denote the petal modes.
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	[image: thumbnail]	Fig. 10. Petal (left) and intra-petal (right) standard deviations expressed in radians without modal gain compensation (integrator gain set to 1, in blue) and with the use of CLOSE algorithm (null setpoint and learning factor (q+ = 1/200, q− = 1/100), in orange). The component of fitting and aliasing errors for a triangular actuator grid is shown as the dashed grey line. Shaded areas: ±1σ error bars.
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	[image: thumbnail]	Fig. 11. Pyramid modulation paths: Left: [image: equation] circular modulation. Middle: [image: equation] circular modulation. Right: clover modulation using hypotrochoid equations with q = 4, k = 2 and a modulation “radius” [image: equation].
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	[image: thumbnail]	Fig. 12. Petal (left) and intra-petal (right) standard deviations expressed in radians for different modulation paths of the tip-tilt smearing mirror: Two circular modulations with a modulation radius of [image: equation] (blue) and [image: equation] (orange) and a clover modulation with an amplitude of [image: equation] and a parameter k = 2. We use the CLOSE algorithm to compensate for the P-WFS non-linearity (null setpoint and (q+ = 1/200, q− = 1/100)). Shaded areas: ±1σ error bars.
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	[image: thumbnail]	Fig. 13. Pyramid detector plane using a four-face pyramid mask (left) and a six-face pyramid mask (right). The distance between the pupil centres is 72 pixels.
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	[image: thumbnail]	Fig. 14. Petal (left) and intra-petal (right) standard deviations expressed in radians for a four-face and a six-face pyramid. We use the CLOSE algorithm to compensate for the P-WFS non-linearity. Shaded areas: ±1σ error bars.
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	[image: thumbnail]	Fig. A.1. Pupil shape and actuator positions within one fragment of the ELT pupil. The active actuators are shown as filled orange dots, located in the active pupil area defined by the two grey circles of 11.4 m and 37 m diameters. The empty orange dots are the passive actuators, which were not considered as DM degrees of freedom.
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	[image: thumbnail]	Fig. C.1. DM shape for tilt, fourth-order astigmatism, 100th and last mode defined over the pupil area (top). Modes extended to the actuators located out of the effective pupil (bottom). The dashed circles represent rings that define the active pupil area.
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        Sum of the P-WFS sensitivity maps to each petal mode with respect to the position of the incoming beam. The highest-sensitivity light areas are found at the vertex and edges of the pyramid.
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        Left: simulated residual wavefront error over the primary mirror. Right: PSF in presence of the island effect, obtained with a Fried parameter of r0(500 nm)=12.8 cm and a pyramid in the visible wavelength. The island effect clearly appears and the SR is 28% at 1100 nm, compared with 50% without the island effect.
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        Sensitivity loss coefficients α for seeing conditions ranging from r0 = 8.9 cm to r0 = 21.5 cm. They are computed as an average of ten independent realisations of residual wavefronts with shaded areas of ±1σ. The first five modes with cross markers denote the petal modes.
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        Petal (left) and intra-petal (right) standard deviations expressed in radians without modal gain compensation (integrator gain set to 1, in blue) and with the use of CLOSE algorithm (null setpoint and learning factor (q+ = 1/200, q− = 1/100), in orange). The component of fitting and aliasing errors for a triangular actuator grid is shown as the dashed grey line. Shaded areas: ±1σ error bars.
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        Pyramid modulation paths: Left: [image: equation] circular modulation. Middle: [image: equation] circular modulation. Right: clover modulation using hypotrochoid equations with q = 4, k = 2 and a modulation “radius” [image: equation].
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        Petal (left) and intra-petal (right) standard deviations expressed in radians for different modulation paths of the tip-tilt smearing mirror: Two circular modulations with a modulation radius of [image: equation] (blue) and [image: equation] (orange) and a clover modulation with an amplitude of [image: equation] and a parameter k = 2. We use the CLOSE algorithm to compensate for the P-WFS non-linearity (null setpoint and (q+ = 1/200, q− = 1/100)). Shaded areas: ±1σ error bars.
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        Pyramid detector plane using a four-face pyramid mask (left) and a six-face pyramid mask (right). The distance between the pupil centres is 72 pixels.
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        Petal (left) and intra-petal (right) standard deviations expressed in radians for a four-face and a six-face pyramid. We use the CLOSE algorithm to compensate for the P-WFS non-linearity. Shaded areas: ±1σ error bars.
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        Pupil shape and actuator positions within one fragment of the ELT pupil. The active actuators are shown as filled orange dots, located in the active pupil area defined by the two grey circles of 11.4 m and 37 m diameters. The empty orange dots are the passive actuators, which were not considered as DM degrees of freedom.
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        DM shape for tilt, fourth-order astigmatism, 100th and last mode defined over the pupil area (top). Modes extended to the actuators located out of the effective pupil (bottom). The dashed circles represent rings that define the active pupil area.
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